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SUMMARY

Injuries and diseases affecting the cardiovascular system play a central role in the annals

of human health. Consider the United States alone, in which heart disease is the leading

cause of death, affecting approximately half of U.S. adults; broadening our scope, ischemic

heart disease is the leading cause of death globally. Toward the diagnosis and treatment of

these afflictions, wearable sensing systems have provided effective means of monitoring

cardiac function. However, a major limitation of these systems is that they commonly

focus on the electrical activity of the heart — via electrocardiography (ECG) — in lieu

of its mechanical functionality. As a result, injuries and diseases which affect the heart’s

mechanical function, from chronic heart failure to acute hemorrhage, remain difficult to

track and manage via traditional means.

To assess cardiomechanical function non-invasively, prior literature has introduced the

seismocardiogram (SCG), which measures the movement of the chest wall during the car-

diac cycle using chest-mounted inertial measurement units. The application of SCG to

clinical and outpatient environments, however, has been rife with challenges. These in-

clude the sensitivity of these signals to aberrant noise, their variable morphology which

is both transient and dependent on sensor position, and their poorly-understood etiology.

The goals of this work are therefore twofold: to motivate the ubiquitous integration of car-

diomechanical sensing in physiological monitoring systems; and to address the challenges

in signal processing and analysis which have limited this progress in the past. In doing so,

this work seeks to enable the next generation of wearable cardiac monitoring systems.
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We begin by exploring a potential clinical application of cardiomechanical sensing,

namely exsanguination-induced hypovolemia, which is the leading cause of death due to

trauma injury. In a pre-clinical study conducted with animal subjects, the measurable phys-

iological indicators of hemorrhage were elucidated and used to develop a globalized model

of blood volume status (BVS) — or, the patient’s progression toward cardiovascular col-

lapse. A key result was that mechanical indicators of cardiac function were essential for

triaging blood loss, far exceeding the importance of ECG-based indicators, traditional vital

signs, and even direct arterial and venous catheterization.

Upon demonstrating the benefit of a holistic electromechanical view of cardiac func-

tion, the remainder of this work is devoted to building a mathematical foundation to enable

robust and adaptive SCG analysis methods. To begin, we explore how to define biosignal

quality, especially in the case of SCG signals which have no agreed-upon baseline mor-

phology. This is a significant question in the context of clinical care, as information de-

rived from cardiomechanical signals may ultimately inform the diagnosis and management

of disease. To address this problem, this work describes the development of a signal quality

index (SQI) using a template-based approach, demonstrating the ability of this method to

stratify SCG signals based on relative quality. Subsequently, the SQI is extended to present

a unified framework for quality assessment and classification of SCG signals, showing that

the notion of signal quality may be harnessed to perform complex classification tasks such

as localizing SCG sensor position on the chest wall. Beyond the immediate clinical impli-

cation of sensor localization, these results represent an early observation of population-level

morphological patterns in cardiomechanical signals.

Once low-quality signals have been identified and removed, the next step is to perform

physiological monitoring. In contrast to prior literature which has largely studied SCG

signals on a heartbeat-by-heartbeat basis, this work introduces and explores the use of

dynamical modeling to infer hemodynamic changes. We begin by exploring the dynamics

of SCG signals themselves, showing that these signals are characterized by a consistent
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low-dimensional manifold structure despite morphological variability in the time domain.

By demonstrating that the displacement along these manifolds corresponds to physiological

indicators of interest, this observation yields insight into the nature of SCG signals while

providing a practical method for performing physiological inference. Along the way, we

show that the SQI developed in this work naturally conforms to the observed dynamics of

SCG signals, validating the use of the SQI for assessing these signals.

Moving further up the chain of causality, this work also explores modeling SCG signals

as stochastic samples from an underlying dynamic process governed by the cardiovascular

system. Using a machine learning approach, we explore the consistent low-dimensional

dynamics of SCG signals, showing how these observed dynamics are affected by changes

in sensor position. It is shown that, if sensor position is known, the effect of position on ob-

served dynamics may be mitigated, enabling automated correction for sensor misplacement

when performing physiological inference.

Ultimately, this work has significant implications for the next generation of wearable

cardiac monitoring systems. Quantifying the quality of SCG signals is essential before

these signals are used in healthcare settings. Furthermore, characterizing the dynamics

of these signals has opened the door to analysis methods that are independent of signal

morphology and sensor position. Exploring the nexus of biomedical theory and practice,

these findings yield insight into the potential clinical applications of SCG signals while also

providing a mathematical foundation for their eventual deployment.
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CHAPTER 1

INTRODUCTION

1.1 Motivation and Background

Composed of specialized muscle tissue, the heart is a complex organ with both electrical

and mechanical functionality. Electrical depolarization of heart musculature and the re-

sulting timing and force of mechanical contraction are tightly regulated by the autonomic

nervous system to maintain stable cardiac output. Despite this complexity, wearable cardiac

monitoring systems are typically limited to electrocardiography (ECG), which captures the

heart’s electrical activity, and photoplethysmography (PPG), which measures changes in

blood volume in distal microvasculature. Obtaining a complete, holistic view of cardiac

function, however, requires quantifying mechanical function as well.

There are myriad circumstances in which quantifying the mechanical function of the

heart is necessary to meet the clinical need. Perhaps the most well-known example is heart

failure (HF), which occurs when the supply of oxygenated blood from the heart is insuffi-

cient relative to demand [1]. Afflicting approximately 6.5 million adults in the U.S. as of

2017 — and contributing to 1 in 8 deaths — HF is itself defined by the heart’s mechanical

dysfunction, originating from either a diminished force of contraction (HFrEF) or ventric-

ular volume and compliance (HFpEF) [2, 3]. As a result, recent literature in HF monitoring

has demonstrated the valuable role of assessing cardiomechanical function in the diagnosis

and management of this disease [4, 5].

An additional clinical example — and the focus of this work — is the triage and man-

agement of trauma injury, which accounted for 5 million deaths globally in the year 2000

at an economic burden of $117 billion in the U.S. alone [6]. For patients suffering from

trauma injury, timely and appropriate care are essential for preventing potentially fatal com-
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Technology Operational Basis Invasive/Obtrusive/Portable
Catheterization Direct measurement of arte-

rial and venous pressures.
Yes / Yes / No

Echocardiogram Images the heart using high-
frequency sound waves; di-
rection of flow calculated via
doppler ultrasonography.

No / Yes / Yes

Impedance Cardiogarm
(ICG)

Impedance measurement of
thorax, which is modulated
by blood flow.

No / Yes / Yes

Ballistocardiogram
(BCG)

Measures changes of center
of mass due to acceleration of
blood in the aorta.

No / No / Varies

Seismocardiogram
(SCG)

Measures local acceleration
of the chest wall during the
cardiac cycle.

No / No / Yes

Table 1.1: Available technologies for monitoring cardiomechanical function.

plications. One such complication is low blood volume due to hemorrhage, which com-

prises the majority of preventable fatalities [7]. As an estimated 1 in 4 trauma fatalities

are preventable, it is incumbent upon healthcare providers to rapidly assess the severity

of hemorrhage and titrate care appropriately [8]. This task, however, is intractable with

traditional vital signs such as heart rate (HR) and blood pressure (BP), leading to a largely

heuristic approach to trauma management [9, 10]. Toward the development of clinical tools

to aid healthcare providers, recent literature has indicated that cardiomechanical function

may hold the key to accurately tracking the progression of hemorrhage and enabling indi-

vidualized treatment [11].

One way of assessing the mechanical function of the heart is via cardiac time intervals

(CTIs), or the duration between events in the cardiac cycle. As will be discussed in Chap-

ter 2, two essential CTIs — and the focus of this work — are the pre-ejection period (PEP)

and left ventricular ejection time (LVET). Perhaps unsurprisingly, there are several tech-

nologies used to estimate CTIs, each with a precision inversely related to their convenience

(Table 1.1). Among these, the most direct method is via arterial and venous catheterization,
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which continuously measures local pressure gradients. However, since catheter placement

is an invasive procedure, this is typically reserved for pre-clinical animal studies or during

surgical interventions. This method also has the advantage of directly measuring mechan-

ical indicators beyond CTIs such as preload [12]. While less direct, echocardiography is

considered the gold-standard for this task; by constructing images of the heart using high-

frequency sound waves, the echocardiogram can be used to both estimate CTIs and obtain

other mechanical indicators such as ejection fraction (EF) and left ventricular end diastolic

volume (LVEDV) noninvasively [13]. Though portable echocardiography is now possible,

this technology is still cumbersome and requires a trained operator to obtain usable images

[14]. Hence, for continuous clinical and outpatient monitoring, less obtrusive approxima-

tions are required.

In lieu of echocardiography, impedance cardiography (ICG) is often used as a reference

standard for CTIs as well [15, 16], though the accuracy of ICG is somewhat debated [17].

ICG measures the impedance of the thorax, which is modulated by the varying blood vol-

ume through the aorta during the cardiac cycle. The limitation of this technology, however,

is that changes in aortic blood volume may comprise the minority of the observed ICG

waveform, with other intrathoracic vasculature having a greater influence on ICG genesis

[18]. Furthermore, ICG is obtrusive in nature, requiring electrodes to be placed in two sep-

arate locations. To address the latter limitation, two related methods of CTI estimation that

are both noninvasive and unobtrusive are ballistocardiography (BCG) and seismocardiog-

raphy (SCG). Both of these technologies measure the movement of the body in response

to the acceleration of blood throughout the vasculature, with the BCG capturing changes

in the body’s center of mass during the cardiac cycle and the SCG capturing local acceler-

ation of the chest wall [19]. As a clear application of ubiquitous computing, BCG sensors

are typically implemented as force sensors placed externally in the environment, such as in

weighing scales or hospital beds; in contrast, SCG sensors have a wearable form factor and

are placed directly on the patient’s chest [20, 21].
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Among the technologies listed in Table 1.1, SCG is the most portable, as it is simply

comprised of an inertial measurement unit (IMU) mounted to the chest wall. Because of

this, the SCG is a clear candidate for integration in wearable cardiac monitoring systems.

Since its initial description in the 1950s, however, the SCG has not seen widespread use

in outpatient and clinical settings due to its numerous limitations. The SCG is highly-

susceptible to motion artifacts and often suffers from low signal quality [22, 23]. Com-

pounding this effect, the morphology of the SCG waveform is highly patient-specific, tran-

sient, and varies with sensor placement [24, 25]; for this reason, it is often difficult to

distinguish aberrant noise from natural stochasticity in the signal. These factors also make

it it difficult to extract physiological information from the signal, both due to the often

low signal-to-noise ratio (SNR) and the poorly-understood relationship between CTIs and

signal morphology [26, 27].

1.2 Specific Aims and Contributions

The ultimate goal of this work is to elucidate (1) the measurable physiological biomarkers

of hemorrhage and (2) the population-level patterns and dynamics of SCG signals which

may be used to infer these biomarkers. Doing so would enable the development of wear-

able systems to aid healthcare workers in the triage and treatment of trauma-induced hem-

orrhage, laying an essential foundation for the application of this technology in clinical

settings. To achieve this goal in a systematic way, this work centers on the following aims:

1. To elucidate the physiological indicators of hypovolemia resulting from exsanguinat-

ing hemorrhage which are observable with wearable sensing systems.

2. To infer signal quality and sensor position from cardiomechanical waveforms using

interpretable data-driven approaches.

3. To develop methods of physiological monitoring using cardiomechanical waveforms

that are robust to changes in sensor position and signal morphology.
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This work begins with a pre-clinical study in a porcine animal model designed to (1)

elucidate the manner in which progressive absolute hypovolemia affects indicators of car-

diovascular physiology; and (2) use these insights to develop a globalized model for the

assessment of blood volume status (BVS) for deployment on wearable sensing systems.

As will be detailed (Chapter 2), BVS is the outcome of interest in the clinical triage of

hemorrhage, quantifying the patient’s progression toward cardiovascular collapse. The con-

tributions of this study to the field span both biomedical theory and practice. Regarding the

former, this study represents the first comprehensive, comparative survey of cardiovascular

biomarkers in the context of hemorrhage. From this survey, it was shown that cardiome-

chanical indicators derived from SCG were the most reliable class of biomarkers for BVS

estimation among those studied, a result that both motivates the remainder of this work and

lays a foundation for future clinical studies in human subjects. From a practical standpoint,

this study confirms the potential of using a wearable sensing system, which was composed

of ECG, PPG, and SCG sensors, for the triage of trauma injury, as this system was shown

to achieve comparable performance to a catheter-based reference system.

A large caveat surrounds this result, however, since reliable triage relies in turn on

reliable biomarker estimation. Among the proposed wearable sensing modalities for this

purpose, the SCG is by far the most difficult to process and analyze. For this reason,

the final two aims of this work focus on improving the feasibility of SCG deployment

in uncontrolled environments. Figure 1.1 provides a graphical overview of the aims of

this work. As described, Aim 1 explores the changes in physiological indicators derived

from ECG, PPG, and SCG in response to hemorrhage; in turn, Aims 2 and 3 explore how

cardiomechanical indicators may be reliably obtained from SCG signals.

Aim 2 addresses the challenges of determining SCG signal quality and localizing sen-

sor placement on the chest wall. As will be described in detail (Chapter 2), both of these

tasks are essential for the reliable deployment of SCG and have been explored in prior

literature, but have remained unresolved limitations. While not classically combined, this
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work presents a unified framework for addressing both of these challenges using a combi-

nation of template-based quality indexing methods and ensemble classification. In doing

so, this work introduces a data-driven, interpretable method of signal quality indexing and

uses it to achieve SCG sensor localization for the first time. Perhaps more significantly, an

important implication of this work is the observation of population-level behavior in SCG

morphology. While the SCG is traditionally considered both patient-specific and transient,

the ability to localize sensor placement using signal morphology alone — in the form of the

SQI — suggests that there exist population-level patterns in these waveforms despite their

stochastic nature. This represents not only an advancement in the theoretical understanding

of cardiomechanical signals, but also motivates the final aim of this study.
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To close this work, Aim 3 proposes an approach to CTI estimation using SCG signals

that harnesses the consistent dynamics of these signals to infer hemodynamic changes, in

contrast to traditional heartbeat-by-heartbeat analysis methods. To do so, we first explore

the dynamics intrinsic to SCG signals themselves by observing that SCG signals exhibit

a consistent manifold structure in low dimensions in response to hypovolemia-induced

changes in CTIs. Subsequently, it is shown that displacement along these manifolds can be

used to track changes in PEP, a result that both yields insight into the consistent behavior of

SCG signals in low dimensions while offering a method of SCG processing that is indepen-

dent of highly-variable waveform morphology. Furthermore, the SQI developed in Aim 2

is shown to conform to the intrinsic low-dimensional dynamics of SCG signals, validating

the use of the SQI to assess signal quality.

Since the dynamic behavior observed in SCG signals is likely derived from the inher-

ent dynamics of the cardiovascular system — which is governed by closed-loop autonomic

feedback — we then build on these results to create a more robust model of physiological

inference [28, 29]. Specifically, we model the SCG signal as a stochastic sample from an

underlying dynamic process, estimating changes in PEP and LVET from these inferred dy-

namics. As will be shown, modeling SCG signals in this manner not only provides an anal-

ysis method that is independent of waveform morphology, but is also adaptive to changes

in sensor position. This latter property negates the requirement to provide the patient or

provider feedback to adjust their sensor, improving the feasibility of this technology.

1.3 Thesis Organization

Chapters 2 and 4 provide the scientific background for this work while Chapters 5 –

7 present the original research. Specifically, Chapter 2 serves as an introduction to the

anatomy, physiology, and pathology that underlies this work. This chapter is supplemented

with a discussion of the cardiac sensing modalities employed throughout. Chapter 4 sum-

marizes the analytical frameworks which form the basis for the proposed models. Chap-

7



ters 5 – 7 are organized in order of the aims of the experiment and are not necessarily

chronological. Specifically, Chapter 5 addresses Aim 1, Chapter 6 addresses Aim 2, and

Chapter 7 addresses Aim 3. Finally, Chapter 8 presents conclusions and future work.
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CHAPTER 2

CONTEXTUAL ANATOMY AND PHYSIOLOGY

2.1 Anatomy of the Heart and Mediastinum

The heart is located in a region of the thoracic cavity called the mediastinum, which sits

between the left and right pleural cavities housing the lungs. The mediastinum is bounded

anteriorly by the sternum, posteriorly by the vertebral column, superiorly by the thoracic

inlet, and inferiorly by the diaphragm [32]. Figure 2.1(a) shows an illustration of the me-

diastinum with the lungs removed but preserving the heart and the great vessels. Among

these vessels, the aorta has the role of delivering oxygenated blood to the body’s tissues

and organs. As illustrated in Figure 2.1(a), oxygenated blood ejected from the heart first

(a) (b)

Dorsoventral
Axis

A

B

C

Figure 2.1: (a) Sagittal bisection of the mediastinum lateral to the sternum with lungs
removed. The dorsoventral axis of acceleration, which is typically used to capture SCG
signals, is indicated. (b) Cross section of the heart revealing the four chambers. Blue and
red arrows indicate the flow of deoxygenated and oxygenated blood respectively. Lettering
in both figures is described in the text. Images used in (a) and (b) are available via public
domain, originally published in [30] and [31] respectively.
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enters the ascending aorta (A), after which it may enter the major arteries supplying the

head, neck, and upper extremities. Otherwise, the blood may proceed to the body’s other

organs and lower extremities via the aortic arch (B) and descending aorta (C).

The heart itself is a muscular organ composed of four chambers, as illustrated in Figure

2.1(b) [32]. Deoxygenated blood first enters the heart through the right atrium (RA) via the

superior (K) and inferior (C) vena cavae. The blood flows through the tricuspid valve (E)

into the right ventricle (RV) (A) before being delivered to the lungs for oxygenation through

the pulmonic valve (G). After being oxygenated by the lungs, the blood returns to the heart

via the pulmonary veins (L), which empty into the left atrium (LA) (D). After entering

the left ventricle (LV) (B) via the mitral valve (F), the oxygenated blood is then ejected

through the aortic valve (H) into the ascending aorta. Due to their location, the mitral and

tricuspid valves are commonly referred to as the atrioventricular (AV) valves; and due to

their anatomical structure, the aortic and pulmonic valves are commonly referred to as the

semilunar valves.

2.2 The Cardiac Cycle

2.2.1 Overview of the Cardiac Cycle

The cardiac cycle describes the electrical and mechanical behavior of the heart during a

single heartbeat. Generally, the cardiac cycle is divided into diastole, during which the

ventricles fill with blood, and systole, during which blood is ejected by the ventricles.

Systole and diastole may be further subdivided into the four phases which define the cardiac

cycle, summarized in Table 2.1 [1].

We define the beginning of the cardiac cycle as the ventricular (diastolic) filling phase

of diastole. During this phase, low pressure in the relaxed ventricles allows blood to pas-

sively flow from the atria to the ventricles through the AV valves. Since pressure in the

pulmonary artery and aorta exceeds pressure in the RV and LV respectively, the semilunar

valves remain closed. Toward the end of the ventricular filling period, the atria contract,
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S/D Phase AV / Semilunar Description
D Diastolic Filling Open / Closed Blood passively flows from

atria to ventricles via AV
valves due to low ventricular
pressure.

S Isovolumetric Contraction Closed / Closed The ventricles contract, clos-
ing the AV valves as ventric-
ular pressure exceeds atrial.

S Systolic Ejection Closed / Open High pressure in the ventri-
cles leads to systolic ejection
of blood.

D Isovolumetric Relaxation Closed / Closed The ventricles relax leading
to closure of the semilunar
valves, however ventricular
pressure still exceeds atrial.

Table 2.1: The four phases of the cardiac cycle. Columns indicate whether the phase occurs
during systole (S) or diastole (D); the name of the phase; whether the AV or semilunar
valves are open or closed; and include a brief description of the phase.

emptying residual blood into the ventricles. The ventricular filling phase ends with the on-

set of systole and the isovolumetric contraction phase. As the ventricles begin to contract,

pressure in the ventricles exceeds that in the atria, causing the AV valves to close; how-

ever, ventricular pressure has not exceeded the threshold to open the semilunar valves and

therefore blood does not flow during this phase.

Once RV and LV pressure exceed pulmonary artery and aortic pressure respectively,

the semilunar valves open, causing blood to be ejected from the ventricles to these vessels.

This is known as the ventricular (or, systolic) ejection phase. After systolic ejection, the

ventricles begin to relax, indicating the onset of diastole and causing pressure to decrease

and closure of the semilunar valves. However, since ventricular pressure still exceeds atrial,

the AV valves remain closed, leading to isovolumetric relaxation of the ventricles. Once the

ventricles have relaxed sufficiently and the AV valves open, ventricular filling commences,

completing the cycle.
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Figure 2.2: (a) Pressure-volume relationship during the cardiac cycle for the left ventricle.
Lettering is described in the text. (b) Illustration of changes to the pressure volume loop
due to increases in contractility, preload, and afterload. MO = mitral valve opening; MC =
mitral valve closing; AO = aortic valve opening; AC = aortic valve closing.

2.2.2 The Pressure-Volume Relationship

The relationship between left ventricular pressure and volume during the cardiac cycle is

informative for understanding cardiomechanical function. This relationship is commonly

visualized with pressure-volume loops as shown in Figure 2.2(a), in which regions of the

loop are labeled with their corresponding phase from Table 2.1 [1]. From the perspective

of the LV, diastolic filling begins with mitral valve opening (A) and ends with mitral valve

closure (B). With both valves closed, isovolumetric contraction occurs until the aortic valve

opens (C), leading to systolic ejection and a decrease in LV volume. Systole then concludes

with closure of the aortic valve (D) as the ventricle relaxes.

Important parameters derived from this loop are the end systolic volume (ESV), which

is the pressure at point (A), and end diastolic volume (EDV), which is the pressure at point

(B). The difference between EDV and ESV is known as the stroke volume (SV), or the vol-

ume of blood ejected during systole. SV is an important indicator of the heart’s mechanical

function, as it is a determining factor cardiac output (CO), which is the rate of blood flow
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through the heart. Specifically,

CO = SV ×HR. (2.1)

The heart’s primary function is to maintain an adequate CO to meet the demands of

the body for oxygenated blood. In the context of Equation 2.1, this may be achieved by

modulation either of HR or SV. In turn, the primary factors which affect SV are those which

alter left ventricular ESV and EDV, which are illustrated in Figure 2.2(b). As shown in the

figure, an increase in EDV (preload) increases SV; an increase in afterload — or, the force

pushing back against the ventricle, such as aortic pressure — decreases SV by increasing

ESV; and an increase in cardiac contractility — or, the contractile force of the ventricles —

increases SV by decreasing ESV.

Another important cardiomechanical indicator is the ejection fraction (EF), which is the

fraction of blood in the LV ejected during systole. More specifically,

EF =
SV

EDV
. (2.2)

As a key metric describing the efficiency of the cardiac cycle, the EF is a ubiquitous prog-

nostic indicator of cardiac function in the context of heart failure and, as will be discussed

in Chapter 5, may be a key indicator in the triage and management of trauma injury.

2.3 Excitation-Contraction Coupling and Autonomic Control

Much like skeletal muscle cells, contraction is induced in cardiomyocytes — or, cardiac

muscle cells — by depolarization of the cell membrane, which maintains a negative intra-

cellular potential in its resting state [1]. This brief change in membrane polarity is known

as the action potential. In a normally-functioning heart, depolarization is initiated by pace-

maker cells located in the sinoatrial (SA) node (Figure 2.3(b)), causing a wave of depo-

larization which propagates to atrial cardiomyocytes. Depolarization of cardiomyocytes
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causes an influx of sodium ions through voltage-gated membrane channels, which in turn

causes an influx of extracellular calcium and a large release of calcium by the sarcoplas-

mic reticulum. An increase in intracellular calcium leads to the formation of cross-bridges

between actin and myosin protein filaments in the cell resulting in contraction. This link

between the electrical and mechanical activity of cardiomyocytes is known as excitation-

contraction coupling.

The wave of depolarization generated by the sinoatrial node is inhibited from reaching

the ventricles by another group of pacemaker cells called the atrioventricular (AV) node

(Figure 2.3(b)). After a short delay, the atrioventricular node propagates the wave of de-

polarization to the ventricles, allowing atrial systole to occur before ventricular contraction

and subsequent systolic ejection of blood.

The action of pacemaker cells of the heart, and even the mechanism of excitation-

contraction coupling itself, is influenced by the autonomic nervous system [1]. For in-

stance, heart rate is modulated by sympathetic and parasympathetic activation of pacemaker

cells, with the former increasing the firing rate of pacemaker cells and the latter decreasing

it. Sympathetic activation of ventricular myocytes also increases contractility of these cells

by increasing the amount of intracellular calcium available for actin-myosin cross-bridge

formation. Though the myriad autonomic control mechanisms of cardiac function are be-

yond the scope of this work, it is important to appreciate the role of closed-loop autonomic

feedback in maintaining adequate cardiac output.

2.4 The Electrocardiogram

The propagation of action potentials in the heart may be externally measured using a sens-

ing modality called electrocardiography (ECG). The ECG measures potential differences

between various points on the body using pairs of skin-mounted electrodes [1]. By posi-

tioning these electrodes in different configurations, the direction of action potential prop-

agation along particular axes may be recorded. Figure 2.3(a) shows common axes for
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Figure 2.3: (a) Illustration of common axes for ECG recording. Arrows indicate the direc-
tion of the electric field being measured, pointing from the negative to positive electrode.
(b) Morphology of the ECG waveform recorded from the Lead II configuration in relation
to action potential propagation in the heart. The P, QRS, and T waves of the resulting ECG
are labeled. A dark line indicates the portion of the waveform that has been traced when
depolarization has reached the numbered point, while the shaded region has not yet been
traced. Adapted from [1].

recording ECG signals in relation to the body. While there exist many such axes, ECG

signals in this work are taken from the Lead II configuration.

Figure 2.3(b) illustrates the relationship between action potential propagation and the

resulting ECG waveform. The P wave of the ECG arises from propagation of the action

potential between the SA and AV nodes; after short pause, the depolarization wave prop-

agates to the ventricles from the AV node through the bundle of His and Purkinje fibers

originating in the interventricular septum. This gives rise to the QRS complex of the ECG,

as pictured in the figure. For this reason, the ECG R-peak is typically used as a reference

for ventricular depolarization. Though not illustrated in the figure, the ECG T wave arises

due to repolarization of the ventricles at the onset of systole.
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2.5 The Frank-Starling Mechanism

The observed effects of preload on stroke volume in Figure 2.2(b) are a result of the Frank-

Starling mechanism of the heart. The Frank-Starling mechanism describes the increase in

SV that occurs due to increases in left ventricular EDV, an effect that is illustrated in Figure

2.4 [1]. Stretching of cardiomyocytes, as occurs during ventricular filling, causes a greater

number of cross-bridges to form between the actin and myosin filaments. As a result,

increasing the tension on cardiomyocytes results in an increased force of contraction. On

the organ-level, this property of cardiomyocytes results in the Frank-Starling mechanism.

Preload
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B

Figure 2.4: The Frank-Starling curve with in-

otropic effects illustrated. Adapted from [1].

The Frank-Starling curve illustrates

several interesting properties of this

mechanism. When preload is low, the

change in SV due to changes in preload

is amplified. This is because, as the car-

diomyocytes are stretched, the number

of actin-myosin cross-bridges reaches a

plateau, and even begins to decrease be-

yond a certain point. Consider points A

and B in Figure 2.4; the tangent of the

curve at point A exceeds that of point B,

indicating that, for the same curve, the

SV response to preload decreases as preload increases. Another essential property of these

curves is that each curve is affected by both cardiac contractility and afterload, the former

of which is shown in Figure 2.4. For this reason, changing physiological conditions may al-

ter the Frank-Starling curve on which a particular patient is operating. As will be discussed

in Chapter 5, the Frank-Starling mechanism is crucial in understanding the physiological

response to hypovolemia.
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2.6 Cardiac Time Intervals

In addition to the pressure-volume relationship, cardiac time intervals (CTIs) provide a

method to assess ventricular mechanics and, more broadly, cardiac function [33]. As will

be discussed in Chapter 3, the study of CTIs in physiological monitoring and the diagnosis

and management of disease has gained prevalence due to the emergence of non-invasive and

unobtrusive methods for quantifying these intervals [20, 21]. Two of the most ubiquitous

CTIs are the pre-ejection period (PEP) and left ventricular ejection time (LVET).

The PEP is defined as the time delay between the onset of ventricular depolarization and

systolic ejection of blood, encompassing both the delay between cardiomyocyte excitation

and contraction and the isovolumetric contraction phase (Figure 2.2(a)) [34]. Though the

onset of depolarization is more accurately defined by the ECG Q-wave, the PEP is typically

estimated as the interval between the more discernible ECG R-peak and aortic opening

(AO) [35]. In the context of stable preload and afterload, the PEP is believed to be mod-

ulated by sympathetic activation of β-adrenergic receptors on cardiomyocytes — which

influence contractility — thereby reflecting sympathetic tone [34]. As will be further de-

scribed in Chapter 3 the PEP is a crucial component in cuffless blood pressure estimation

systems [18, 36]

LVET is defined as the duration of systolic ejection, from AO to aortic valve clos-

ing (AC) . Again in the context of stable preload and afterload, LVET is a strong indi-

cator of cardiac contractility [37]. The effect of preload on PEP and LVET is tied to the

Frank-Starling mechanism: increased preload causes a stronger force of ventricular con-

traction, decreasing the isovolumetric contraction period and increasing stroke volume. An

increased afterload in turn increases the isovolumetric contraction period and decreases the

duration of systolic ejection [38]. Beyond considering PEP and LVET in isolation, the

PEP/LVET ratio has been extensively explored in prior literature as a robust indicator of

LV function with strong inverse correlations to the ejection fraction [39].
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The insight provided by PEP and LVET on sympathetic activation and contractile func-

tion of the heart has shown significant promise in the assessment and management of sev-

eral cardiac pathologies such as heart failure [40], coronary artery disease [41], and, as

will be described in Chapter 5, trauma-induced hemorrhage [11]. Going beyond tradi-

tional vital signs such as heart rate and blood pressure, these indicators provide insight into

compensatory mechanisms used by the cardiovascular system to preserve cardiac output.

Obtaining such indicators with wearable cardiac monitoring systems would thereby enable

a more holistic electromechanical view of cardiac function. In the chapter that follows, we

introduce seismocardiography, a wearable sensing modality which is used to estimate these

indicators of cardiac function.
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CHAPTER 3

WEARABLE CARDIOVASCULAR MONITORING SYSTEMS

3.1 The Seismocardiogram

3.1.1 Background

Typically measured with chest-mounted inertial measurement units (IMUs), the seismo-

cardiogram (SCG) measures the movement of the chest wall in response to underlying

cardiovascular activity, such as ventricular contraction and systolic ejection of blood in the

aorta. Since its first description by Bozhenko in 1961 [42], advances in wearable sens-

ing have spurred a renaissance in our understanding and application of SCG. Since then,

efforts have been made to understand the origin of SCG signals. In 1994, Crow used con-

currently recorded echocardiogram images to identify fiducial points in the SCG waveform

corresponding to CTIs [26]. As research in this field grew, researchers delved deeper into

into the correlation between specific SCG features and events seen on echocardiograhpy,

including Tavakolian in 2010 [43] and Sørensen in 2018 [27]. Such studies showing corre-

lation between SCG features and known CTIs provide the most concrete basis for the use

of SCG to monitor cardiac function.

Following the work in [26] showing that SCG features correlated strongly with CTIs,

several studies followed attempting to extract CTIs from SCG signals in cohorts of healthy

subjects. Studies performed by Castiglioni [44] and Tavakolian [45] demonstrated that the

SCG waveform — especially its amplitude — related to changes in cardiac output. Fur-

thermore, Tavakolian and Di Rienzo demonstrated strong correlation between SCG features

and PEP and LVET respectively [20, 45, 46].

The first modern use of SCG in a clinical setting was performed by Salerno and Zanetti

in 1991 [47]. Since then, SCG has seen a litany of clinical applications. As early as 1992,
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SCG was used concurrently with ECG in the diagnosis of coronary artery disease [48,

49]. A decade later in 2014, Tavakolian used lower body negative pressure (LBNP) to

simulate early-stage hemorrhage, showing that SCG features could be used to detect this

simulated loss in blood volume [11]. More recently, it was shown by Inan that changes

seismocardiogram features during exercise-recovery could be used to assess the clinical

status of patients with heart failure [4]. The ability of SCG features to estimate CTIs

and infer patients’ clinical status has established the potential of SCG to make significant

contributions to the field of cardiovascular monitoring.

3.1.2 Hardware Implementation

Most studies have used tri-axial accelerometers placed on the chest wall to record SCG

signals, specifically focusing on the dorso-ventral axis [19]. Though still the most ubiqui-

tous modality, several others have been proposed as supplements or alternatives, including

gyroscopes [50–52] and non-contact imaging [53–55]. For IMU-based modalities mounted

on the chest wall, SCG signals are typically recorded with concurrent ECG in order to ob-

tain R-peak references for CTIs such as the duration from the R-peak to AO (rAO) and AC

(rAC). Figure 3.1(a) provides a high-level overview of how concurrent ECG and SCG were

recorded during the experimental protocols used in this work. In all cases, ECG signals

were obtained using adhesive-backed electrodes while SCG signals were captured using

chest-mounted accelerometers. These units were each connected to analog front-end units

before passing the collected signals to a data acquisition system, which recorded the signals

in a synchronous manner. While the specific implementation of this system varied for each

protocol, as will be detailed later on, this represents a common procedure for capturing

these signals in a laboratory environment.

For translation of this research to clinical and outpatient settings, several notable ex-

amples of integrated wearable systems for recording SCG with concurrent ECG have been

developed in prior literature. These include the MagIC system developed by Di Rienzo

20



-

+

ECG
Front-End

SCG
Front-End

DAQ

ECG

SCG

R
-P

ea
k

Se
gm

en
ta

tio
n

DAQ Synchronization Filtering

ECG
SCG

Fi
na

l S
ig

na
ls

(a) (b)

- ECG Neg. Electrode + ECG Pos. Electrode ECG Ground
SCG Sensor ECG Axis Sternum

Figure 3.1: (a) ECG/SCG sensing system overview for experimental protocols used in this
work. The SCG sennsor is illustrated in the typical mid-sternum position, though the SCG
position may vary per experiment. Raw ECG and SCG signals collected from electrodes
and accelerometers respectively are first processed by an analog front-end before being
recorded by a data acquisition system (DAQ). (b) To obtain usable signals, synchronized
signals from the DAQ are filtered and separated based on the ECG R-peak.

[20] and the adhesive patches developed by Etemadi [21] and Lee [56], which all provide

compact, integrated systems for obtaining SCG with concurrent ECG among other physio-

logical data. The ultimate goal of this work is to develop processing methods that may be

deployed on such systems for use by patients and healthcare providers after first building a

foundation in the laboratory setting.

3.1.3 Signal Characteristics and Processing Methods

Once concurrent ECG and SCG signals are acquired, they are typically filtered to iso-

late frequencies which contain the desired waveforms. For this purpose, ECG signals are

typically found between 0.5 and 30 Hz for QRS identification [57] and SCG signals are

typically found between 1 and 40 Hz [51], though higher frequency cutoffs have been used

[58, 59]. An overview of these signal processing steps is shown in Figure 3.1(b). The

ECG R-peaks are then used to segment the SCG signals on a heartbeat-by-heartbeat basis
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Figure 3.2: (a) Prototypical R-peak-segmented SCG signal with AO and AC complexes and
true (catheter-derived) AO and AC overlaid. Remaining figures show SCG signals obtained
from a single subject during (b) rest, (c) recovery, (d) squatting exercise, and (e) walking
exercise. Ensemble averages of shown signals are overlaid (black, solid).

in order to obtain CTI estimates. This may be achieved by splicing the continuous SCG

waveforms at the R-peak indices, or by selecting a fixed-length signal window after each

R-peak. Notably, though prior work has explored ECG-free SCG segmentation, the use of

ECG to obtain R-peak references remains a practical and accurate method for performing

this task [60, 61]. SCG processing for CTI estimation typically occurs on these filtered,

heartbeat-separated signal segments.

The precise etiology of SCG signals remains an open research question [25], however

extensive literature has demonstrated the relationship between time-domain signal features

and AO and AC event timing [26, 27]. A prototypical SCG signal is illustrated in Figure

3.2(a), which was recorded from the dorso-ventral axis of an accelerometer placed on the

mid-sternum. Unless otherwise noted, this sensor configuration is assumed throughout this

work. As shown, the signal contains two high-energy complexes coinciding with AO and

AC event timing respectively as derived from aortic catheterization. These complexes are

believed to arise due to the acceleration of blood in the aorta during systolic ejection and

subsequent aortic closure at the onset of diastole [19].

The example provided in Figure 3.2(a) is representative of the challenge of accurately

estimating AO and AC timing from the SCG. Namely, while these events correspond to
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high-energy complexes in the signal, their precise location within the complex is difficult

to predict. This is further complicated by the difficulty in identifying these complexes in

typical use-cases, in which external influences on sternal acceleration yield morphological

heterogeneity, as will be detailed in the following section.

Prior literature has explored a litany of methods to estimate CTIs using SCG signals.

Broadly, these methods fall into two major categories: those which (1) attempt to identify

the AO and AC complexes, relating the location of the complexes with AO and AC timing,

and those which (2) estimate the relationship between signal features and CTIs, mapping

identified features to estimated AO and AC. Regarding the former, prior literature has em-

ployed wavelet decomposition [62], envelope functions [63], time-frequency analysis [58],

and template-matching [64] as common methods of CTI estimation. Examples of the lat-

ter range from classic peak-counting methods — which assign particular local minima and

maxima of the signal to AO and AC — to more complex ensemble regression and machine

learning-based methods of mapping sets of signal features to the desired CTIs [47, 65, 66].

3.1.4 Challenges and Limitations

Estimating CTIs from SCG signals on a heartbeat-by-heartbeat basis is fraught with chal-

lenges due to non-hemodynamic factors which influence the morphology of SCG signals.

Specifically, prior literature has demonstrated the confounding effects of artifactual noise

due to motion [22, 23], the location of sensor placement [24, 67], and postural variability

[68] on waveform morphology, among other factors. Such factors compound the natural in-

tersubject variability and transience of the signal [25]. Together, these factors have limited

the application of SCG signals in outpatient and clinical settings.

Figure 3.2(b)-(e) illustrate the effect of increasing activity on SCG morphology. As the

subject’s activity level increases, the AO and AC complexes become less discernible, as

movement artifacts increase the noise floor for signal features. To combat the effects of

noise on SCG signals, prior literature has explored methods such as signal decomposition
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Figure 3.3: (a) SCG signals collected from mid-sternum for the same patient five minutes
apart. (b) Diagram of sensor placement locations: 5cm above (A), 5cm below (B), 5cm
left (L) and 5cm right (R) of the mid-sternum (C). SCG signals collected from indicated
locations for two different subjects. Dotted lines represent features that may classically be
labeled as AO and AC at position A.
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[22, 69], multisensor fusion [70–73], and ensemble averaging [46], though isolating the true

SCG signal from aberrant noise remains a difficult challenge due to the lack of a reference

standard morphology for SCG signals. The lack of a reference standard has also made it

difficult to identify low-quality SCG signal segments, as prior methods have been limited

to manual annotation [63] or detecting statistical outliers with respect to ad-hoc feature sets

to perform this task [74–76].

Figure 3.3(a) provides an example of the transient change that often occurs in SCG

signals. This example tracing was obtained from a single recording session where the

subject was at rest over a five minute period. As shown, morphological changes in the

AO and AC complexes may occur despite negligible changes in PEP and LVET at rest,

illustrating a practical challenge in consistent CTI estimation using SCG signals. Being

more representative of typical SCG waveforms than the example in Figure 3.2(a), this figure

illustrates that pinpointing the AO and AC complexes is not typically a straightforward task.

The intersubject variability and position-dependence of SCG signals are illustrated in

Figure 3.3(b) and (c). The positions indicated in Figure 3.3(b) correspond to the five sen-

sor positions from which the tracings in Figure 3.3(c) were recorded. As shown in the

figure, not only is there morphological variability between two subjects in the same sen-

sor position, but also for the same subject in different sensor positions. This latter effect

is especially pronounced in this example for sensor positions on and off the sternum. As

quantified in [24], sensor placement may affect CTI estimation algorithms which rely on

mapping time-domain signal features. To illustrate this effect, the major features of the

AO and AC complexes for both subjects were annotated for a single sensor position. As

shown, the alignment of the major features of the AO and AC complexes may vary with

sensor position, which necessitate either optimization of mapping functions to a particular

sensor position — given that sensor position is known — or development of a globalized

mapping that averages the effects of these changes [24].
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Figure 3.4: (a) ICG electrode setup. (b) Ex-

ample ICG waveform, defined as the time-

derivative of thoracic bioimpedance (Z) mea-

sured with the current and voltage elec-

trodes. (c) Illustration of reflectance- and

transmittance-mode PPG.

Enabling the application of SCG in

clinical and outpatient environments ne-

cessitates the development of processing

methods that are robust to both aberrant

signal corruption and natural morpholog-

ical variability. Regarding the former,

it is important to assess the quality of

biosignals before they are used to inform

clinical care; regarding the latter, mor-

phological heterogeneity due to natural

transience, intersubject variability, and

sensor placement present a challenge for

the longer-term monitoring of cardiome-

chanical function with SCG. In Chapter

6, we develop a unified method for qual-

ity assessment of SCG signals and sensor

localization despite the lack of a reference standard SCG morphology. With this founda-

tion, Chapter 7 presents a new paradigm for SCG signal processing which focuses on char-

acterizing signal dynamics rather than performing heartbeat-by-heartbeat analysis. This

approach serves as a harbinger for SCG processing methods that are abstracted from the

time domain and thereby robust to morphological variability in these signals.

3.2 Impedance Cardiography

The impedance cardiogram (ICG) measures the impedance of the thoracic cavity during the

cardiac cycle. As shown in Figure 3.4(a), the ICG is composed of four pairs of electrodes

— one voltage electrode and one current electrode — with two pairs on the neck and two

pairs near the diaphragm. An electrical current is then conducted between the pairs of
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current electrodes, which has an affinity for the major blood vessels, which have a lower

impedance than the surrounding structures. The potential difference between the current

source and sink is then quantified by the voltage electrodes; using Ohm’s law, the thoracic

bioimpedance may be estimated [77].

Changes in aortic bloodflow during the cardiac cycle lead to corresponding changes

in thoracic bioimpedance, which are measurable with ICG. As illustrated in Figure 3.4

the ICG waveform is typically defined as the time-derivative of the estimated thoracic

bioimpedance. Important features in this waveform are the B-point and X-point, which are

related to AO and AC respectively [78]. The B-point is defined as the inflection point of the

waveform, or point of maximum second-derivative; the X-point is defined as the minimum

point of the signal following the global maximum. The ICG is often used as a reference

standard for AO and AC estimation due to its convenience compared to echocardiography,

though it should be noted that ICG is considered less accurate for this task [15–17]. For

this reason, ICG in this work is used to assess changes in AO and AC event timing rather

than a ground-truth reference, for which cardiac catheterization is used as in Chapter 5.

3.3 Photoplethysmography

The photoplethysmogram (PPG) is an optical sensing modality which measures bulk changes

in blood volume in superficial capillaries via differential absorption of light during the car-

diac cycle [79]. The mechanisms of two major subtypes of PPG, namely reflectance-mode

and transmission-mode, are illustrated in Figure 3.4(c). In either subtype, a light-emitting

diode is used to illuminate the superficial capillary bed; reflectance-mode PPG then mea-

sures the intensity of light reflected to a photodiode while transmittance-mode PPG mea-

sures the intensity transmitted through the capillary bed and surrounding tissues. While

PPG may be captured from various locations on the body, transmittance-mode PPG is typ-

ically reserved for narrow structures such as the finger or earlobe.

An example PPG tracing is illustrated in Figure 3.5(a), which shows the correspondence
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of cardiac cycle events and the various sensing modalities discussed above. The PPG signal

decreases in amplitude as blood volume increases due to systolic ejection of blood; for this

reason, the inflection point of the PPG signal is attributed to arrival of systolic pressure

wave at the distal recording location of the PPG sensor [18]. As shown in Figure 3.5(a),

the duration between ventricular depolarization and the the PPG inflection point is known

as the pulse arrival time (PAT), while the duration between systolic ejection — defined by

AO — and PPG inflection is known as pulse transit time (PTT).

As will be further explored in Chapter 5, PTT has gained prevalence in recent years

due to its association with blood pressure (BP), with which it is linearly-related, though

the specific linear relationship is both patient-specific and transient [18, 80]. Amplitude

features of the PPG have also been used in the past for tasks such as estimating systemic

vascular resistance (SVR) and preload estimation, however the reliability of PPG amplitude

— much like SCG amplitude — for estimation of physiological indicators has not shown

consistency due to intersubject and natural transient variability [19, 81].
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Figure 3.5: ECG, SCG, and PPG tracings with reference aortic and LV pressure waveforms
during a single cardiac cycle. ECG P, QRS, and T waves are indicated along with PPG-
derived PAT and PTT. Valvular events are overlaid with black dashed lines, including their
correspondence with systole/diastole, PEP, and LVET.
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CHAPTER 4

ANALYTICAL FRAMEWORKS

In this chapter, we provide a brief overview of the analytical framework upon which the

methods presented in Chapters 5 – 7 are based. We begin with an explanation of the

notation used in this work, followed by contextual background in dimensionality reduction

as well as state-based, dynamical, classification, and regression modeling.

4.1 Notation, Syntax, and Data Representation

4.1.1 Vectors, Matrices, and Tuples

Vectors in this work are ordered lists of objects and are denoted by bold lower-case letters

(for example: v). Most commonly, the elements of these vectors are real numbers, and

thus the vector is said to be an element of the set RM (v ∈ RM ), or the set of ordered lists

of real numbers of length M . Matrices in this work are ordered arrangements of objects,

however unlike vectors, matrices may have more than one dimension and are denoted by

bold capital letters. For example, we may define a two-dimensional matrix of real numbers

with M rows and N columns as V ∈ RM×N .

Typically, two-dimensional matrices are composed of sets of vectors of the same length

arranged row-wise or column-wise. For instance, we may formulate the above matrix V

as a set of N column vectors of length M . Thereby, we specify the ith column of the

above matrix as a vector in the set of columns of V (vi ∈ V ) where i is a whole number

between 1 and N denoting the column (i ∈ [1, N ]) and vi ∈ RM for all valid indices of i

(vi ∈ RM∀i ∈ [1, N ]). Unless otherwise noted the notation vi ∈ V in this work denotes

the ith column of the two-dimensional matrix V . In any vector, the notation v(i) is used to

refer to the ith element of v and the notation v(i,j) is used to refer to the element of the two-
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dimensional matrix V in the ith row and j th column. Tuples are a general case of vectors

in which the elements are not necessarily the same type of object. For example, the tuple

T = (u,V ) is composed of the vector u and matrix V .

4.1.2 Basis Vectors and Functions

Consider the set of vectors V = {v1,v2, ...,vN}, vi ∈ RM∀i ∈ [1, N ]. A linear combina-

tion of these vectors is defined as

v =
N∑
i=1

anvi (4.1)

where ai ∈ R∀i ∈ [1, N ]. In turn, the span of V is defined as the set of all vectors which

may be expressed as a linear combination of v1...vN as in Equation 4.1. If there exists a

set of coefficients a1...an where not all coefficients are zero such that

N∑
i=1

anvi = 0, (4.2)

the set of vectors V is called linearly-dependent. Otherwise, the set is called linearly-

independent. The set of vectors V is said to be a basis of the finite-dimensional vector

space RN if the set is linearly-independent and span(V ) = RN . Intuitively, this means that

any vector in the vector space RN may be expressed as a linear combination of the basis

vectors v1...vN . When all vectors in the basis are orthogonal (or v1 ⊥ v2 ⊥ ... ⊥ vN ), the

basis is said to be an orthobasis [82].

Bases may also be defined for continuous valued functions. Consider the set of contin-

uous functions defined in the range 0 to 2π; for these functions, a notable orthobasis is the

Fourier series, where the kth function in the set is defined as

fk(t) =
1√
2π
ejkt, ∀k ∈ Z, t ∈ [0, 2π] (4.3)
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where Z is the set of counting numbers [82].

In this work and others, digitally-sampled biosignal segments of lengthN samples may

be treated as either time-series data or as elements of the vector space RN . This perspective

is important for the selection of an appropriate basis with which to represent the signal and

for the formulation of processing and analysis methods. For instance, treating the signal as

a time-series may be conducive to signal representation using the Fourier series or wavelet

transformations; rather, treating the signal as a vector in RN may be conducive to signal

representation using the standard orthobasis for RN , or linear transformations of this basis.

The standard orthobasis for RN is the set of columns of the N × N identity matrix (IN ).

The ith standard basis vector is denoted by ei ∈ IN .

4.1.3 Linear Mappings and Change of Basis

We begin by considering a function f : RN → RM , which is a mapping from the vector

space RN to RM , the former spanned by the standard basis {e1...eN} without loss of gen-

erality and the latter spanned by basis {b1...bM}. For any two vectors u,v ∈ RN , a linear

mapping is a function which satisfies

f(au+ bv) = af(u) + bf(v), ∀a, b ∈ R. (4.4)

As an element in a vector space defined by the standard basis of RN , the vector v may be

expressed as

v =
N∑
i=1

aiei (4.5)

for some constants {ai, ..., aN}. Since f is a linear mapping of v as per Equation 4.4, its

output is

f(e) = f

(
N∑
i=1

aiei

)
=

N∑
i=1

aif(ei). (4.6)
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Furthermore, since f(ei) ∈ RM , it may be expressed as a linear combination of the basis

vectors {b1...bM} of RM such that

f(e) =
N∑
i=1

ai

M∑
j=1

mi,jbj (4.7)

for some constants mi,j . For mappings to and from finite-dimensional vector spaces, the

coefficients mi,j are arranged in a matrixM . This matrix may be multiplied by any vector

v ∈ RN (e.g., y = Mv), mapping it to an output vector y ∈ RM [82].

Generally, the columns of the mappingM contain the transformed version of each basis

vector of the original vector space; for instance, in this example, M = [f(e1), ..., f(eN)].

In the case where M = N and the source and destination vector spaces are the same, the

output y = Mv resulting from the mapping is a linear transformation of the input vector in

the same vector space; however, if the source and destination vector spaces are different, the

output is a representation of the input vector v using a new set of basis vectors {b1...bM}.

f(e1) = e1

e2

e1

𝐌 = 1 −1
0 2

b2 b1

v

f(e2)

y

e2

y
b2

b1

𝐲 = 𝐌𝐯
= 0

4

𝐌 =
𝐲 = 𝐌𝐯

= 8
0

cos(π/4) −sin(π/4)
sin(π/4) cos(π/4)

Transformation (Shear)

Change of Basis

e2

e1

b2

b1

(a)

(b)

Figure 4.1: Contrasting linear transformation in the same vector space with a change of
basis. (a) With linear transformations in the same vector space, the output vector y is
described in terms of the original basis functions, though the vector itself has changed
directions. (b) With a change of basis, the input vector v is described by a different set of
basis vectors, though v and y remain equivalent.
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This latter scenario is called a change of basis, as the same vector is being described by a

different set of bases. Figure 4.1 illustrates the difference between linear transformation in

the same vector space and a change of basis for an example vector v. In Figure 4.1(a), v

is mapped to the vector y using a shear transformation, though y is still expressed in terms

of the original basis vectors {e1, e2}; in Figure 4.1(b), v is expressed in terms of the new

basis vectors {b1, b2}, though v is otherwise unchanged when mapped to y [82].

4.2 Dimensionality Reduction

A common problem in data science is that working in higher-dimensional vector spaces

leads to processing methods that are more complex and often lower-performing, an effect

which is referred to as the curse of dimensionality. On a theoretical level, it becomes more

difficult to judge the relationship between elements in higher-dimensional vector spaces

because these spaces naturally become more sparse as dimensionality increases, known as

the empty space phenomenon [83]. The practical consequences of this are twofold: (1) the

amount data required to offset the increased sparsity increases exponentially with the num-

ber of dimensions of the vector space; and (2) working in high-dimensional vector spaces

may misrepresent the true relationship — or, distance — between elements in the space,

especially if the data itself is inherently low-dimensional. For these reasons, reducing di-

mensionality is an important tenet of data science, either performed as an early processing

step or forming the basis for the entire numerical model.

To formulate approaches for dimensionality reduction, we consider the matrix X ∈

RM×N composed of N column vectors in RM . Though the datapoints xi ∈ X are embed-

ded in a M -dimensional vector space, we suppose that data has an intrinsic dimensionality

D < M . In other words, the data has D independent latent variables which underlie its

generation while the vector space is composed of M observed variables such that each di-

mension of the space corresponds to a value of a single observed variable. Latent variables

are variables typically relating to tangible physical phenomena which determine the data,
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though they are not directly measured; instead, they may only be inferred from observed

variables. More generally, the intrinsic dimensionality D is referred to as the degrees of

freedom of the data [83].

For example, the timing of SCG signal features are observed variables; though not di-

rectly measured, AO and AC are the physical phenomena which lead to the generation of

SCG signals and are therefore the latent variables we would like to infer from the observed

variables. If the rAO and rAC intervals were both independent and the only latent vari-

ables influencing the SCG, the disparity between the dimensionality of the vector space

and the intrinsic dimensionality of the data becomes apparent. For signal segments of du-

ration 500ms sampled at 2000Hz, the SCG signals would be embedded in a vector space

of dimensionality M = 1000. In contrast, the intrinsic dimensionality of the data would be

D = 2 since there are two independent latent variables underlying the data. For robust and

efficient processing methods, the dimensionality of the vector space should closely match

the intrinsic dimensionality of the data; therefore, dimensionality reduction is a key aspect

of this work.

4.2.1 Linear Dimensionality Reduction

In the case where observed variables are linearly-related to latent variables, linear methods

may be employed to reduce the dimensionality. An example of the most common method of

linear dimensionality reduction, known as principal component analysis (PCA) is shown in

Figure 4.2(a). The figure illustrates data with a single degree of freedom (D = 1) plotted in

the vector space R2 (M = 2) with standard basis. Since the observed variables x1,x2 ∈X

are linearly-related to the latent variable, the data forms a linear trend in R2. The goal of

PCA is to perform a change of basis via an orthogonal transformation to a vector space

defined by a new set of basis vectors called principal components (PCs) [82]. These PCs

are orthogonal to one another and arranged such that the first PC explains the maximum

possible variance in the data, with each subsequent PC maximizing the remaining variance
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explained given that it is orthogonal to the prior PCs. As illustrated in the example, the

first PC is parallel to the major axis of the data, while the second PC is perpendicular

to it, describing the minor axis; for this reason, PCA is often visualized as fitting an M -

dimensional ellipsoid to the data, with the PCs describing the axes of the ellipse.

e1

e2

b1

b2 b1

b2

x1 ∝ e1

x 2
∝
e 2

PC1 ∝ b1

PC
2 
∝
b 2

PCA (Change of Basis)

x1 x 2

x 3

λ 2

λ1Manifold Re-Embedding

(a)

(b)

Figure 4.2: (a) Illustration of linear dimen-

sionality reduction with PCA. (b) Illustra-

tion of nonlinear dimensionality reduction

via re-embedding a manifold in a lower-

dimensional space.

There are several benefits to applying

PCA to such data. The data in the ex-

ample is arranged in two classes, repre-

sented by green and blue shading of the

datapoints. Building a classifier to distin-

guish between these classes would be a

more complicated task in the standard ba-

sis space, since the dividing line between

the classes is a function of x1 and x2;

after the change in basis, however, the

two classes may be separated with a sim-

ple cutoff based on PC1. Furthermore,

since PC2 explains much less variance in

the data than PC1, the data could be de-

scribed by PC1 alone, such that the di-

mensionality of the vector space matches

the intrinsic dimensionality of the data. Removing such uninformative PCs is the primary

method of performing dimensionality reduction using PCA, which will be further explored

in Chapters 5 and 7.

4.2.2 Nonlinear Dimensionality Reduction

For more complicated phenomena, latent variables often have nonlinear relationships with

observed variables. An example is shown in Figure 4.2(b), which illustrates a dataset with
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two degrees of freedom (D = 2) embedded in R3 (M = 3). In cases where D < M ,

datapoints are often observed to form a topological structure called a manifold, which is

defined as a topological space which is locally Euclidean, or approximately flat on small

regions of its surface [83]. Manifolds are not only present when the relationship between

observed and latent variables are nonlinear; in fact, linear data such as in Figure 4.2(a) is

said to lie on a one-dimensional manifold. The example of Figure 4.2(b) — called a “Swiss

roll” manifold — is a two-dimensional manifold (or, a 2-manifold) embedded in R3.

The ultimate goal of nonlinear dimensionality reduction is to re-embed the manifold

from a high-dimensional space into another subspace with lower dimensionality [83]. For

the example where D = 2 and M = 3, this is akin to “unfolding” the manifold and

embedding it in a two-dimensional space, as illustrated in Figure 4.2(b). This example also

shows separation of the latent variables λ1 and λ2, as the latent variables define the basis

for the destination space, though this task is sometimes intractable and outside the scope of

dimensionality reduction.

Critically, this embedding is performed such that the geodesic distance — or distance

along the manifold — between each pair of datapoints is preserved so that the manifold

itself is, ideally, undistorted. This constraint is an illustrative example of the curse of

dimensionality. Consider the example data in Figure 4.2(b); in this case, the Euclidean

distance in R3 is often shorter than the geodesic distance, though the geodesic distance is

more indicative of the true distance between points in the dataset since it is related to the

latent variables. By embedding the manifold in a space with appropriate dimensionality,

the true distance between points becomes more apparent.

The manifold nature of lower-dimensional data is a ubiquitous assumption in data sci-

ence, forming the basis for several methods used in this work. Many methods of latent

variable estimation are based on direct manifold approximation, re-embedding, and latent

variable separation [83]. A classic example is ISOMAP, which will be explored further

in Chapter 7 [84]. Beyond direct methods such as ISOMAP, this process is thought to
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be followed implicitly by nonlinear regression models such as artificial neural networks

(ANNs), which are used to learn a mapping between a high-dimensional input space and

a lower-dimensional output space that is either pre-defined or learned in an unsupervised

manner [85]. In fact, manifold embedding for latent variable estimation forms the basis for

a type of ANN called an autoencoder, which is explored in detail in Chapter 7 [86, 87].

4.3 State-Based Modeling and Dynamical Systems

An alternative yet analogous formulation of the latent variable paradigm discussed above

is state-based modeling, which models the observed variables as samples from an underly-

ing (hidden, or equivalently latent) state [88]. A classic idealized example of state-based

modeling is known as the “urn problem”. In this example, a participant draws balls from

any of N urns which contain a mix of black (B) and white (W ) balls in different pro-

portions; during this time, an observer sees the sequence of balls (S = [s1, s2, ...sM ],

si ∈ {W,B}∀i ∈ [1,M ]) drawn from the urns, however is unable to see the sequence in

which urns were sampled (U = [u1, u2, ..., uM ], ui ∈ [1, N ]∀i ∈ [1,M ]). If the urns are

sampled with replacement, the probability of the observer seeing a particular sequence is

P (S) =
M∏
i=1

N∑
j=1

P (s = si | ui = j)P (ui = j). (4.8)

Though the sequence of observations S is dependent upon the sequence U in which urns

were selected, the latter is unobserved; the selected urn is therefore known as the hidden

state underlying the observations. This is analogous to the definition of latent variables,

as ui in this example could be understood as a latent variable with an integer value in the

range [1, N ] for all i ∈ [1,M ].

The ultimate goal of state-based models is to infer the hidden state from which data is

sampled at each observation [88]. Though the example above was simple and idealized,

hidden states may be modeled as continuous variables, categorical variables, and even mul-
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tidimensional vectors. Generally, state-based models typically differ in how they model (1)

hidden state dynamics (transition) and (2) the mapping between the hidden state space and

observed variables (emission).

For example, consider a special case of the urn problem above in which the partici-

pant selects the urn at each sample probabilistically based on the previous urn chosen, as

illustrated in Figure 4.3(a). In this case, the probability of selecting a particular sequence

becomes

P (S) = P (u1)
M∏
M=2

N∑
j=1

P (s = si | ui = j)P (ui = j | ui−1 = k)

= π0

M∏
M=2

N∑
j=1

Esi,jTk→j

(4.9)

where π0 is the probability of the initial state, Esi,j is the probability of the observation si

given hidden state ui = j (emission probability), and Tk→j is the probability of transition-
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ing from urn k to urn j (transition probability). This formulation of hidden state modeling

is known as the hidden Markov model (HMM), since the dependence of the present state

only on the previous state (i.e., P (ui | ui−1, ui−2, ..., u1) = P (ui | ui−1)) is known as the

Markov property [88, 90].

In Chapter 7 of this work, we formulate a state-based model for inferring CTIs from

SCG signals which models the signals as samples from an underlying dynamical system. A

dynamical system is a type of system in which movement through a state space over time

is governed by a fixed set of rules [91]. A prototypical example of a dynamical system is

illustrated in Figure 4.3(b), which shows the predator and prey populations over time; as

shown, movement through the state-space defined by predator and prey population follows

predictable trajectories based on the current location in the state space [89].

As will be detailed in Chapter 7, the physiological indicators rAO and rAC are modeled

as hidden variables of the SCG waveform which change according to a dynamical system

controlled by closed-loop autonomic feedback. The SCG is then generated using a mapping

from this hidden state space to a higher-dimensional vector space. Though this model is

more complex than models such as HMMs, it differs from HMMs only in that (1) the

hidden state is modeled as a dynamical system and that (2) the observed variable — the

SCG signal — is described using a mapping function rather than emission probabilities.

Modeling SCG signals in terms of the underlying dynamics which generate them may

serve as a harbinger for methods which are abstracted from morphological variability in

the time-domain, focusing instead on modeling consistent cardiovascular dynamics.

4.4 Regression and Classification Modeling

4.4.1 Model Formulation

The goal of supervised learning tasks is to learn a function f : X → Y which maps

inputs in the space X to an output space Y using a dataset D = {(x1,y1), ..., (xN ,yN)}

of examples, where xi ∈ X and yi ∈ Y ∀i ∈ [1, N ]. In this work, supervised learning is
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used throughout Chapters 5 – 7 to map from input vector spaces (X = RD) to an outcome

of interest. In the case were Y = R, this task is known as a regression problem; in the case

were |Y | <∞— or, the size of the set Y is finite — this task is known as a classification

problem [88, 92].

Typically, regression and classification modeling are performed by pre-defining a func-

tion f which has one or more unknown parameters which influence the manner in which

X is mapped to Y . This mapping is typically expressed as fθ : X → Y , where θ is

a vector of the parameters of the model. With supervised learning, the parameterization

θ ∈ Θ is typically learned empirically by minimizing a loss function L : (Θ,D) → R

which quantifies the dissimilarity between outputs of fθ for given inputs and provided tar-

get outputs. For example, for a given set of N inputs X ∈ RD×N and outputs Y ∈ RN ,

we may define a loss function as

L =
1

N

(
N∑
i=1

fθ(xi)− yi

)2

, (4.10)

which is called the “mean square error” (MSE) loss function and is common for regression

tasks. For classification tasks, an example loss function is

L =
1

N

N∑
i=1

1{fθ == yi} (4.11)

where 1 is an indicator function. The choice of loss function is a critical step in supervised

learning, as it determines the heuristic by which to judge performance of the trained models.

4.4.2 Leave-One-Subject-Out Cross Validation (LOSO-CV)

In the classification and regression problems of Chapters 5 – 7, training proceeds by first

defining a function f and loss function L , starting with a randomly-initialized θ and per-
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forming an iterative procedure to find an optimal θ? such that

θ? = min
θ

L (θ,Dtrain) (4.12)

given a training set of provided of input-output pairs Dtrain = {X,Y }. Notably, however,

the optimal parameterization may be difficult or intractable to find for complex models, as

will be further discussed in subsequent chapters. To test how well the model generalizes

to data outside of the provided training set, we then provide a new set Dtest of input-output

pairs previously unseen during model training called the testing set, but drawn from the

same distribution as the pairs in Dtrain. In this manner, the generalizability of the trained

model may be assessed via L (θ?,Dtest), where a lower value for the loss indicates a higher

fitness of the model for performing the desired task [88, 92].

When dealing with physiological data, a common method of training and testing models

is called leave-one-subject-out cross validation (LOSO-CV). With LOSO-CV, Dtrain con-

tains data from all human or animal subjects in the dataset besides one, which is allocated

to a separate set Dtest. Following this procedure, one may estimate the performance of

the trained model on unseen subjects, which is more reflective of potential performance in

practical settings than partitioning the dataset in a subject-agnostic manner.

A notable risk of using complex mapping functions is a phenomenon called overfitting,

in which optimizing the parameterization θ comes at the expense of generalizability of the

model to unseen data. For this reason, complex models such as ANNs are typically trained

using three separate datasets instead: Dtrain for training, Dtest for testing, and Dvalid for

validation. The purpose of a validation dataset for ANN training is to periodically compute

the validation loss L (θ,Dvalid) during training; if the validation loss begins to increase, this

is a sign that the model may be overfitting to the training data. More generally, separate

validation sets are also used to set other parameters of the model called hyperparameters,

which are parameters related to model design that are not learned during training [88, 92].
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CHAPTER 5

ENABLING THE ASSESSMENT OF TRAUMA-INDUCED HEMORRHAGE

5.1 Overview

As the leading cause of trauma-related mortality, blood loss due to hemorrhage is noto-

riously difficult to triage and manage. To enable timely and appropriate care for trauma

patients, this chapter elucidates, for the first time, the externally measurable physiological

features of exsanguination, which were used to develop a globalized model for assessing

blood volume status (BVS) — or, the amount of blood lost as a percentage of the patient’s

maximal tolerance. By obtaining a holistic electromechanical view of cardiac function via

multi-modal sensor fusion, these features were captured both non-invasively and a catheter-

based reference system and used to accurately infer BVS in a porcine model of hemorrhage.

Ultimately, high-level features of cardiomechanical function — such as PEP and LVET —

were shown to strongly and consistently predict progression toward cardiovascular col-

lapse, laying a foundation for robust methods of BVS assessment. Using this model, the

animals’ BVS was estimated with a median error of 15.17% and 18.17% for the catheter-

based and wearable systems, respectively. Exploring the nexus of biomedical theory and

practice, these findings yield insight into the physiological effects of hemorrhage while

enabling the development of clinical tools for the management of trauma injury.

5.2 Introduction

For patients suffering from trauma injury, timely and appropriate care are essential for

preventing potentially fatal complications. One such complication is low blood volume

due to exsanguination, known as absolute hypovolemia. As the leading cause of death in

both military and civilian trauma cases, it is incumbent upon healthcare providers to rapidly
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assess the severity of hypovolemia and titrate care appropriately [93, 94].

Triaging and managing absolute hypovolemia, however, is often intractable with tradi-

tional vital signs such as HR and BP: HR is a non-specific indicator of cardiac function and

BP is subject to several compensatory mechanisms which preserve arterial pressures [9,

95]. Further complicating matters is inter-patient variability in tolerance to hypovolemia

— namely, a fixed volume of blood loss may result in varying levels of cardiovascular de-

compensation across the diverse patient population [10]. In the context of clinical care, it

is therefore necessary to determine a patient’s progression toward cardiovascular collapse,

also known as blood volume status (BVS), rather than simply the volumetric extent of

exsanguination.

Toward the development of clinical tools for rapidly assessing trauma injury, prior stud-

ies have identified a variety of physiological features that correlate with changes in blood

volume [11, 96–105]. However, the correlation of a variable with a particular outcome of

interest in a patient does not imply that the variable is predictive of the outcome in other

patients who may have different physiological set-points. Creating effective clinical tools

for BVS assessment therefore requires a greater understanding of not only the physiolog-

ical manifestations of hemorrhage, but also the consistency and predictive value of such

responses. Specifically, to pave the way toward future devices and algorithms for auto-

mated hemorrhage management, a deeper investigation of physiological features that could

be measured with wearable sensing modalities is needed.

Perhaps the most notable use of wearable sensing for this task has been the use of

arterial pressure waveforms derived from photoplethysmography to estimate the patient’s

capacity to compensate for reductions in blood volume [106]. This approach has shown

success in predicting the individual-specific risk of cardiovascular collapse during progres-

sive hypovolemia; however, it does not incorporate the effects of hypovolemia on the elec-

trical and mechanical aspects of cardiac function. By developing systems which obtain a

holistic, multifaceted view of cardiovascular health and performance, we may enable more
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Figure 5.1: Overall goal of this chapter. A multi-modal wearable system was used to de-
velop a globalized model for tracking BVS, or the patient’s progression toward cardiovas-
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ical, and vascular signals from the wearable systems and extracting various physiological
features at each heartbeat. Random forest regression was then used to map these features to
the subject’s BVS, thereby serving as a digital biomarker for the triage of exsanguinating
hemorrhage.

robust clinical tools for trauma management, achieving a synergistic effect with prior work

in this field.

Accordingly, to further enable BVS assessment, the goals of this work are (1) to eluci-

date the manner in which progressive hemorrhage affects common electrical, mechanical,

and vascular features of cardiac function; and (2) use these insights to develop a global-

ized model for the assessment of BVS for deployment on wearable sensing systems. As

shown in Figure 5.1, multiple modalities of wearable sensors were used to monitor cardio-

vascular function in a porcine model (n = 6) undergoing an exsanguination protocol (i.e.,

volume depletion). During this time, vascular pressures were recorded concurrently using

direct arterial and venous catheterization, which served as a gold-standard reference for
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the performance of the wearable sensors. A variety of physiological features – which have

been shown to co-vary with blood volume – were then derived from both the wearable and

catheter-based systems. Using a machine learning approach, the most consistent physio-

logical responses to hemorrhage were identified and used to develop a globalized model of

BVS assessment via ensemble regression modeling.

Coupling new physiological insights with the development of a practical clinical tool,

the results in this chapter represent an important milestone toward the management of

trauma injury. Specifically, prior knowledge is advanced by (1) directly comparing the

utility of physiological features, including common features such as HR and BP but also

less commonly explored features such as those derived from cardiomechanical signals, for

BVS assessment; (2) synthesizing data from multiple sensing modalities into an integrated

system for this task; (3) demonstrating the potential clinical utility of this approach by

assessing progression toward cardiovascular collapse rather than raw blood volume loss;

(4) leveraging a volume-depletion animal model to elucidate this new understanding of

physiological biomarkers of hemorrhage; and (5) exploring the inherent challenges in BVS

assessment and providing concrete avenues for future development.

5.3 Monitoring System and Experimental Design

To enable the assessment of cardiovascular function using wearable sensors, recent litera-

ture has explored three main sensing modalities: ECG, SCG, and PPG. Characterizing the

conduction of cardiac action potentials, the ECG has been extensively used to glean insight

into autonomic control of the heart via analysis of heart rate variability (HRV) [107–109].

In contrast, the SCG is a mechanical signal that measures the movement of the chest wall in

response to underlying cardiovascular events [19]. Finally, the PPG is an optical signal that

is used to monitor the flow of blood through peripheral vasculature [81]. Together, these

three sensing modalities provide a holistic electromechanical view of cardiac function and

its interaction with the broader vascular system; for this reason, for the first time to the best
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Figure 5.2: (a) Diagram of sensor placement during experiment. Each catheter was placed
in one of the indicated candidate locations for each subject, depending on artery and vein
accessibility. The PPG sensor was then placed on the most accessible femoral artery
branch. (b) Example traces obtained from wearable (blue) and catheter-based (green) sen-
sors during a single respiration cycle.

of our knowledge, the wearable approach to BVS estimation used in this chapter fused all

three of these sensing modalities.

A catheter-based system was employed in this study to provide a baseline of compar-

ison for the wearable system. With the catheter-based system, pressures were recorded in

four different locations: the aortic root, femoral artery, right atrium, and left atrium. As

will be described, aortic root and femoral artery pressures may be used in conjunction to

obtain references for the SCG- and PPG-derived cardiomechanical and vascular features.

Furthermore, right and left atrial pressures – the latter of which is estimated via pulmonary

capillary wedge pressure (PCWP) – are both classically employed as indicators of preload,

with the former reflecting venous return and the latter being modulated by left ventricular

pressure [1, 110, 111].

This protocol was approved by the Institutional Animal Care and Use Committees

(IACUC) of the Georgia Institute of Technology, Translational Testing and Training Labs,
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Inc. (T3 Labs), and the Department of the Navy Bureau of Medicine and Surgery (BUMED).

It included 6 Yorkshire swine (3 castrated male, 3 female, Age: 114–150 days, Weight:

51.5–71.4kg), each of which passed a health assessment examination but were not subject

to other exclusion criteria. Anesthesia was induced in the animal with xylazine and telazol

and maintained with inhaled isoflurane during mechanical ventilation. Intravenous heparin

was administered as needed to prevent coagulation of blood during the protocol. Before

the induction of hypovolemia, a blood sample was taken to assess baseline plasma absorp-

tion. Following this baseline sample, Evans Blue dye was administered for blood volume

estimation [112]. After waiting several minutes to allow for even distribution of the dye, a

second blood sample was taken to measure plasma volume [113]. In this method, plasma

volume is used along with hematocrit to estimate total blood volume. For one animal in the

protocol (Pig 4), atropine was administered to raise the starting HR and BP due to critically

low values.

Hypovolemia was induced by draining blood through an arterial line at four levels of

blood volume loss (7%, 14%, 21%, and 28%) as determined by the estimated total blood

volume from the Evans Blue dye protocol [114]. After draining passively through the ar-

terial line, the blood was stored in a sterile container. Following each level of blood loss,

exsanguination was paused for approximately 5-10 minutes to allow the cardiovascular

system to stabilize. During this time, cardiac output (CO) was estimated via thermodi-

lution using a thermistor-enabled Swan-Ganz catheter [115]. If cardiovascular collapse

occurred once a level was reached, as defined by a 20% drop in mean aortic root pressure

(MARP) from baseline after stabilization, exsanguination was terminated. Notably, all an-

imals reached this 20% cutoff, allowing it to serve as a global reference for cardiovascular

collapse.

Signals from wearable sensors were continuously recorded using a BIOPAC MP160

data acquisition system (BIOPAC Systems, Inc., Goleta, California, USA) with a sam-

pling frequency of 2kHz. As shown in Figure 5.2(b), ECG signals were captured using a
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three-lead system of adhesive-backed Ag/AgCl electrodes placed in Einthoven Lead II con-

figuration, which interfaced with a BIOPAC ECG100C amplifier. Reflectance-mode PPG

was captured with a BIOPAC TSD270A transreflectance transducer, which interfaced with

a BIOPAC OXY200 veterinary pulse oximeter. The transducer was placed over the femoral

artery on either the right or left caudal limb, contralateral to inducer placement. SCG sig-

nals were captured using an ADXL354 accelerometer (Analog Devices, Inc., Norwood,

Massachusetts, USA) placed on the mid-sternum, interfacing with a BIOPAC HLT100C

transducer interface module.

Aortic root pressure was captured by inserting a fluid-filled catheter through a vascular

introducer in the right carotid artery, fed through to the aortic root. Femoral artery pressure

was obtained directly from an introducer placed on either the left or right femoral artery

depending on accessibility. Right and left atrial pressures were captured with a Swan-

Ganz catheter with proximal and distal monitoring ports inserted in either the right or left

femoral vein. This setup is illustrated in Figure 5.2(a). Left atrial pressure was inferred

via pulmonary capillary wedge pressure (PCWP) captured using an Edwards 131F7 Swan-

Ganz catheter (Edwards Lifesciences Corp, Irvine, California, USA), which contains a

thermistor for performing thermodilution to measure CO. The vascular introducers were

connected via pressure monitoring lines to ADInstruments MLT0670 pressure transducers

(ADInstruments Inc., Colorado Springs, Colorado, USA). Data from the catheters were

continuously recorded with an ADInstruments Powerlab 8/35 acquisition system sampling

at 2kHz.

5.4 Signal Pre-Processing

The analysis in this chapter was performed using Matlab 2018b (The Mathworks, Inc.,

Natick, Massachusetts, USA). All signals were filtered with finite impulse response (FIR)

band-pass filters with Kaiser window, both in the forward and reverse directions to offset

phase shift. Cutoff frequencies were 0.5–40Hz for ECG and 1-40Hz for SCG [51]. Only
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the dorso-ventral component of the SCG acceleration signal was used in this study [19].

PPG signals, along with all four catheter-based pressure signals, were filtered with cutoffs

at 0.5-10Hz [18]. After filtering, data from all signals were heartbeat-separated using ECG

R-peaks. The signal segments were then abbreviated to a length of 1,000 samples (500 ms)

to enable more uniform analysis, which was selected based on the shortest R-R interval

(RRI) in the protocol.

The values computed for each physiological feature for each heartbeat during the pro-

tocol were processed by a rolling window with a length of 500 heartbeats with 50% overlap

between windows. For each window, the mean and standard deviation of the feature was

calculated; values which deviated from the mean by greater than two standard deviations

were removed. These outliers were then replaced by linearly interpolating their nearest

non-outlier neighbors on either side.

5.5 Physiological Features and their Derivation

Figure 5.2(b) shows example traces of wearable- and catheter-based modalities over a sin-

gle respiration cycle for one of the animals at baseline. From the traces shown in Figure

5.2(b), a number of physiological features were derived; these are summarized in Table

1, and a detailed description of the etiology and calculation of each is provided below.

Since some features may be specific to catheter-based or wearable systems, Table 5.1 also

specifies the sensing system from which each feature was derived. For each signal, the

R-peaks of the concurrent ECG waveform were used to separate the signals on a heartbeat-

by-heartbeat basis; as such, a single estimate for each physiological feature used in this

study was obtained for each heartbeat.

Several criteria were used to select the features assessed in this chapter. Most impor-

tantly, features were selected that have been shown in previous studies to correlate with

changes in blood volume while also having a clear physiological etiology; thus, feature-

mining methods were not employed in this study. Though prior literature has shown a
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Feature Name Sensing System
Heart Rate (HR) Both
HRV (Time-Domain) Both
HRV (Frequency-Domain) Both
HRV (Poincaré) Both
Pre-Ejection Period (PEP) Both
Left Ventricular Ejection Time (LVET) Both
PEP/LVET Ratio (PEP/LVET) Both
Pulse Arrival Time (PAT) Both
Pulse Transit Time (PTT) Both
HR-Normalized Pulse Arrival Time (nPAT) Both
Mean Aortic Root Pressure (MARP) Catheter
Mean Femoral Pressure (MFP) Catheter
Mean Pulmonary Capillary Wedge Pressure (MPCWP) Catheter
Mean Right Atrial Pressure (MRAP) Catheter
Pulse Pressure Variability (PPV) Catheter
Pleth Variability Index (PVI) Wearable

Table 5.1: List of physiological features investigated in this study along with the system
with which they were measured (catheter-based, wearable, or both). Dividing lines separate
electrical, mechanical, vascular, pressure-based and fluid responsiveness features.

correspondence between SCG [44, 45] and PPG amplitude [79] and hemodynamic fea-

tures related to hypovolemia, obtaining consistent, high-quality amplitude features may be

difficult in austere environments. Therefore, physiological features derived from signal

amplitude itself were excluded from this chapter.

5.5.1 Cardioelectrical Features

The effect of BVS on HRV has been extensively observed in prior studies [96–99, 116]. To

compute HRV in this chapter, a vector of R-R intervals (RRIs) was first created for each

recording session by computing the difference between adjacent elements in the vector of

ECG R-peak indices (in samples) for the session. This vector was then converted from

samples to seconds by dividing by the sampling frequency of 2kHz. For each point in the

resulting vector, the HRV was computed by first extracting a five-minute window of RRIs

centered on the point, truncated where insufficient data was available at the beginning and

end of the session. The HRV for each window was then calculated using various methods.
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Notably, HRV may be assessed using a variety of time- and frequency-domain analysis

methods, or via Poincaré plots [117, 118]. Time-domain methods quantify the variability in

RRIs over the recording session. This is often performed by simply computing the standard

deviation of the vector of RRIs [107]. To compute time-domain HRV in this chapter, each

window was first de-trended to remove linear trends in HR before obtaining the standard

deviation of the resulting vector.

Frequency-domain methods are based on the observation that sympathetic control of

heart rhythm leads to increased low-frequency (LF) content of RRIs, while increased parasym-

pathetic control leads to increased low- and high-frequency (HF) content [119]. The ratio

of LF to HF content is therefore used to infer sympathetic-parasympathetic balance. To

compute this value, each window of RRIs was first up-sampled using spline interpolation

such that the length was increased to the nearest power of two. The fast Fourier transform

(FFT) algorithm was then applied to the window and the power spectral density (PSD) was

computed as the squared amplitude of the FFT output. An example result is shown in Fig-

ure 5.3(a). LF power was obtained by integrating the PSD from 0.04Hz to 0.15Hz while

HF power was obtained by integrating from 0.15Hz to 0.40Hz [119]. The LF-to-HF ratio

was then obtained by dividing the LF power by HF power for each window.

The third common method for computing HRV utilizes Poincaré plots, which capture

RRI dynamics [107]. To employ this method, we consider the column-vector x repre-

senting a window of RRIs, and the vector x̂, which is an offset version of x such that

x̂i = xi=1∀x̂i ∈ x̂. As shown in Figure 5.3(b), plotting x and x on a scatter plot results

in a set of points that are contained in an ellipse. The red arrows in the figure represent

the dimensions of the ellipse corresponding to the eigenvectors of the covariance matrix of

[x;x] belonging to the first two eigenvalues λ1 and λ2. In a Poincaré plot, λ1 reflects the

range of RRI values while λ2 reflects RRI variability between consecutive heartbeats. In

this work and others, the ratio λ2/λ1 is therefore used to quantify RRI variability between

heartbeats normalized by the range in RRIs for the given window [107]. Note that this
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extraction from wearable- (blue) and catheter-based (green) signals for a sample heartbeat.

method is related to the change of basis performed by PCA illustrated in Figure 4.2(a).

5.5.2 Fluid Responsiveness Features

As described in Chapter 2, the Frank-Starling curve describes the relationship between

CO and preload, which is dependent on afterload and inotropy. When preload is low, small

changes in preload lead to large changes in CO, while CO is relatively stable when preload

is large [1]. In the context of fluid resuscitation of hypovolemic patients, the slope of the

Frank-Starling curve is thought to determine a patient’s fluid-responsiveness, or the phys-
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iological response to the addition of fluid to the vascular system [120–122]. For patients

undergoing mechanical respiration, small changes in preload are induced over the respira-

tion cycle, which lead to cyclical variability in stroke volume (SV) and CO. Prior studies

have thereby linked respiratory variability in various indicators of cardiac function to fluid

responsiveness, often serving as a reflection of preload status [120–123].

In this study, respiratory variability was calculated from femoral PPG and femoral pres-

sure waveforms. When computed using PPG sensors, this is commonly referred to as the

pleth variability index (PVI), while the latter is referred to as pulse pressure variability

(PPV) [79, 100, 124–126]. For both signals, respiratory variability was calculated via

PPmax − PPmin

0.5× (PPmax + PPmin)
(5.1)

where PPmax and PPmin are the maximum ranges of the signal during inspiration and ex-

piration respectively. An illustration of PPmax and PPmin is shown in Figure 5.3(c). This

calculation resulted in a single value for the PVI for each respiration cycle, which was

upsampled using linear interpolation to obtain an estimate for each heartbeat for the pur-

poses of model training. The PVI is often related to PPV and stroke volume variability

(SVV), having been shown to correlate strongly with these values [126, 127]. Notably,

though amplitude-based features were excluded from this work, the reliance of PVI on rel-

ative differences in amplitude rather than amplitude itself led to its inclusion in this study.

Furthermore, it should be noted that PVI may not be effective in spontaneously breathing

patients, as it is reliant on mechanically-induced changes in preload [126]. Therefore, PVI

it may be inadvisable to integrate in BVS assessment models in which subjects are not

mechanically ventilated.

5.5.3 Cardiomechanical Features

The PEP is an important indicator of cardiomechanical function, quantifying the duration

of time between ventricular depolarization and AO [34]. Prior studies have correlated the
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PEP to both fluid responsiveness [123, 128] and blood volume changes [101]. Using the

catheter-based system, PEP was computed as the duration between the ECG R-peak and the

point of maximal second derivative of the aortic pressure wave before the global maximum.

Derivatives were computed by computing the difference between adjacent elements. An

illustration is given in Figure 5.3(d). PEP may also be estimated using SCG. A previously-

reported automated algorithm [129] was used to identify the most consistent peak in the

first 250ms of each SCG signal segment, which was then selected as the AO point. While

the extracted feature may be offset from true AO, changes in these peaks have been shown

to strongly co-vary with true AO [129]. In the same manner, the duration between the ECG

R-peak and this value was used to compute PEP from the wearable system.

The LVET is the duration between AO and AC, and is another important cardiome-

chanical indicator that has been shown to co-vary with blood volume [102, 103]. With

the catheter-based system, AC was identified as the point of minimal second derivative af-

ter the global maximum, as illustrated in Figure 5.3(d). Using the wearable system, AC

may be estimated similarly to AO; the same algorithm [129] was used to find the most

consistent peak in the final 250ms of the SCG signal segment. With SCG-derived AC as

well, the estimated interval may be offset from true AC, however the two values typically

co-vary strongly. For both the catheter-based and wearable systems, LVET was calculated

as the difference between the AO and AC points. Beyond LVET in isolation, the ratio of

PEP to LVET (PEP/LVET) is an indicator of noted significance in assessing left ventric-

ular function [37, 39, 130], and has been shown previously to correlate with changes in

blood volume [11, 104]. Because of this, PEP/LVET was analyzed in this study, and was

calculated by dividing PEP by LVET for each heartbeat.

5.5.4 Vascular Features

In this chapter, we explore features of vascular physiology derived from the wearable sens-

ing system via the PPG and from the catheter-based reference system. Although PTT has
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been studied in simulated hypovolemia [101], it has most often been used for cuffless esti-

mation of arterial BP [18]. In this chapter, PTT was found by subtracting PEP from PAT.

PAT is defined as the duration between the ECG R-peak and blood pulse arrival at a distal

location. This was found for the catheter-based and wearable systems by identifying the

maximum second derivative of the femoral pressure waveform and femoral PPG waveform

respectively, as illustrated in Figure 5.3(d). Prior literature has utilized nPAT as a correlate

of blood volume changes [131, 132]. During absolute hypovolemia, nPAT is expected to

increase due to decreases in RRI magnitude and increases in PEP due to decreased preload

[131]. Since this feature was initially described while using PPG sensors placed on the

distal arm, it is more commonly known as the indexed heart-to-arm time (iHAT) when this

sensor setup is used. nPAT was computed for each heartbeat in the recording session by

dividing the catheter- and PPG-derived PAT by the ECG-derived RRI.

Though subject to compensatory mechanisms, arterial and venous pressures at vari-

ous locations in the vascular system have been extensively correlated to changes in blood

volume [105, 133, 134]. In particular, right atrial pressure and PCWP are widely used

as indicators of preload, which decreases during periods of decreased blood volume [110,

111]. Because of this, all four pressure waveforms were heartbeat-separated, and the mean

of the resulting waveform was recorded for each heartbeat. This resulted in four additional

features for the catheter-based system: MARP, mean femoral artery pressure (MFP), mean

right atrial pressure (MRAP), and mean PCWP (MPCWP). Though estimation of these fea-

tures was not available for the wearable system, they were included for the catheter-based

system to further establish a gold-standard baseline for comparison.

5.6 Analysis of Feature Quality

Figures 5.4(a)–(d) demonstrates the correspondence between features derived from the

catheter-based and wearable systems. Figure 5.4(a) provides an example of the features

from Table 5.1 which are computed separately from the two sensing systems for one of
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Figure 5.4: (a) Example features derived from catheter-based (green) and wearable (blue)
sensors during the experimental protocol for Pig 1. All features were mean centered over
the recording session for visualization. Features are plotted against blood volume loss
(BVL), with the red dotted lines indicating the onset of each blood draw. (b) Error of
timing features calculated from wearable-based signals with respect to the catheter-based
reference. Overlaid scatter points represent individual animals. (c) Results of performing
PCA on all catheter-based features from Table 5.1 over the recording session for Pigs 1-
6 respectively. Number labels represent the BVL corresponding to each datapoint: 0%
(0), 7% (1), 14% (2), 21% (3), and 28% (4). Colors represent the BVL corresponding to
each datapoint: 0% (red), 7% (yellow), 14% (green), 21% (blue), and 28% (purple). (d)
Results of PCA on all wearable-based features from Table 5.1 for Pigs 1-6 respectively. (e)
Heartbeat-by-heartbeat MAP for Pig 1 over the experimental protocol. Progressive BVL
is indicated by red shading and the 20% safety threshold is overlaid (black, dotted). (f)
Graphical representation of BVS calculation from raw BVL for each animal. PN: Pig N.
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the animals during exsanguination. As illustrated, there existed a close correspondence be-

tween wearable-based features and their catheter-based counterparts except for PVI, which

was significantly more prone to noise than PPV. This is likely due to noted limitations of

PPG signals, the amplitude of which is subject to a variety of confounding factors and arti-

factual noise [18, 81]. Figure 5.4(b) shows the root-mean-square error (RMSE) between the

timing features from Figure 5.4(a) derived from wearable sensors and their catheter-based

counterparts. This figure shows that PEP, LVET, PAT, and PTT estimation was within ac-

ceptable limits based on prior studies in the wearable-based estimation of these features

[27, 51, 135]. Notably, features for which acceptable limits have not been postulated or

which derive from these features were excluded from this figure; however, the remaining

features will be studied later in this chapter.

For each animal, all catheter- and wearable-based features were estimated for each of

the N heartbeats in the experiment, resulting in the column matrices XC ∈ RN×15 and

XW ∈ RN×11 based on the distribution of features described in Table 5.1. PCA was

performed on each of these matrices individually, and the first two PCs resulting from the

analysis were plotted in Figures 5.4(c) and (d). As illustrated in these figures, a consistent,

sequential progression through blood volume levels is apparent using both the catheter-

based and wearable systems; the sets (c) and (d) not only achieve consistent separation

between the different blood volume levels, but also share morphological similarity for the

same animal across the two systems. While these results do not suggest that generalized

BVS assessment is possible, the consistent stratification of blood volume levels achieved

by data from the two sensing systems qualitatively demonstrates that (1) both systems were

able to capture physiological changes occurring during exsanguination and (2) both systems

were similarly affected by these changes. This suggests that, from a qualitative standpoint,

data from the wearable system had comparable integrity to that of the catheter-based system

for this task.
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5.7 Defining Blood Volume Status

As aforementioned, the experimental protocol was terminated for each animal once MARP

remained below the pre-defined safety threshold after allowing several minutes for car-

diovascular compensation following each exsanguination step. Figure 5.4(e) shows the

MARP over the experimental protocol for Pig 1; as illustrated, MAP remained below the

safety threshold after 21% of the total blood volume was extracted. For the six animals in

the study, this safety threshold was reached after differing levels of blood volume loss: Pigs

1, 3, and 4 reached 21% BVL; Pigs 2 and 6 reached 28%; and Pig 5 reached only 14%.

For this reason, it is important to know a patient’s progression toward cardiovascular

collapse rather than raw blood volume loss for the purposes of triage. To model this pro-

gression, percent BVL was converted to BVS for each animal as detailed in Figure 5.4(f).

Specifically, BVS was calculated via

%BVS =
%BVL

%BVLmax
× 100 (5.2)

where %BVLmax is the percent blood volume loss at which the safety threshold was reached.

In this manner, BVS was expressed on a scale from 0 (0%) at baseline to 1 (100%) at the

safety threshold. As shown in Figure 5.4(f), BVL was thereby adjusted by each animal’s

tolerance to exsanguination to obtain a more consistent metric for comparison. This def-

inition of BVS is analogous to the compensatory reserve index (CRI) described in [136].

Specifically, BVS is related to the CRI via CRI = 1− BVS.

5.8 An Ensemble Regression Model of BVS

To develop a globalized model of BVS assessment, random forest regression was used

to learn a mapping between the observed physiological features and BVS. Random forest

models are a type of ensemble learner composed of numerous decision trees, each of which

estimates the outcome of interest based on the input features [137, 138]. Random forest
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Figure 5.5: (a) Example decision tree of depth 2 for binary classification. The colored
circles represent observations x = [x1, x2, ..., xn] of class y ∈ {1, 2}, with blue and green
indicating whether the observation belongs to class 1 or 2 respectively. (b) Illustration of
bootstrap aggregation (bagging) for training classification and regression trees. Detailed
description provided in text.

regression was chosen due to its ability to model highly nonlinear relationships between

features while also providing insight into their relative importance for BVS assessment

[139].

5.8.1 Decision Trees and Random Forests

Random forest models are composed of several individual components called decision

trees, which are commonly used for classification (classification trees) and regression (re-

gression trees) on complex datasets [138]. The structure of a decision tree is illustrated

in Figure 5.5(a). At the root node, each observation x ∈ X is partitioned based on the

value of one or elements in the vector x1, x2, ..., xn, leading to branching of the root node.

Branching continues with observations filtered by the values of their component elements

until the observation reaches a terminal node, called a leaf. In classification trees, leaf

nodes correspond to a particular class in the set of classes Y ∈ {1, 2, ..., C}; in regression

trees, leaf nodes correspond to a value in R.
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There are several key parameters that affect the function of decision trees. Among the

most important is the depth of the tree, defined as the maximum number of sequential splits

before reaching a leaf. Notably, trees with a higher depth are able to partition the input

space in more complex ways, though they are more prone to overfitting the training set for

this reason [140, 141]. Another important parameter is the manner in which elements in

x are sampled at each splitting node; though the example in Figure 5.5(a) illustrates all

elements being sampled at each splitting node, one may elect to sample only a subset of

elements at each node to increase diversity in the tree and reduce the risk of overfitting [88].

Overfitting is a common problem in decision tree learning, and thus decision trees are

rarely used in isolation for complex modeling tasks; rather several decision trees are typi-

cally combined into an ensemble model called a forest. Combining models in this manner

has two benefits: (1) diverse ensembles are less likely to overfit the training set than iso-

lated models; and (2) if each individual model a weak classifier or regressor — meaning

that it performs only slightly better than random chance for the given task — combining

these weak models into an ensemble may form a strong classifier given sufficient diversity

in the ensemble [142]. This is an idea that will be explored more extensively in Chapter 6.

There are two notable approaches in forming ensembles from individual decision trees.

With boosting, an ensemble is formed incrementally by training each subsequent tree on

the training samples mis-identified by previous trees [88]. In this manner, the ensemble

is honed to focus on the samples which are difficult to map to the desired output. The

second approach is known as bootstrap aggregating, or bagging, and is illustrated in Figure

5.5(b). With bagging, an ensemble is formed by selecting the training set for each tree

randomly (with replacement) from the available samples in the training dataset. Diversity

in the ensemble is thereby achieved by training each individual tree on a different sampling

of the training set [143]. For classification trees, the final prediction from the ensemble is

typically the mode of predictions from the individual trees; for regression trees, the final

prediction is typically the mean of individual predictions. The random forest classifier is a

61



Branches

En
se

m
bl

e 
Si

ze

108642

10

20

30

40

50

60

70

80

90

100

(a)

108642

(b)
10

20

30

40

50

60

70

80

90

100 10.0

13.3

16.7

20.0

23.3

26.7

30.0

R
M

SE
 (%

)

Figure 5.6: RMSE between ground-truth and estimated blood volume status for models
trained using (a) catheter-based and (b) wearable systems averaged across animal subjects.
The RMSE is plotted against the size of the random forest ensemble and maximum depth
of each regression tree.

notable type of ensemble model in which (1) bagging is used to train the decision trees and

(2) the elements of x are randomly sampled at each splitting node in an effort to increase

diversity and prevent overfitting [138].

5.8.2 Model Training and Testing

To prepare data for model training the calculated features for each animal were expressed

as their percent change from baseline rather than their raw values. This was performed to

account for the different baseline set-points of each feature, focusing instead on changes

in the feature. To do so, for each animal, the ith feature xi ∈ X , X = [XC ,XW ] was

recalculated via

x?i =
xi − x(0)

i

x
(0)
i

(5.3)

where x(0)
i is the initial value of the ith feature. The updated values x?i were then used for

further analysis.

When training a random forest model using bagging, important hyperparameters in-
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clude the number of regression trees in the ensemble and the maximum depth of each tree.

Increasing the former in turn increases the diversity of the ensemble, however it increases

training time and complexity of the model; increasing the latter may result in improved

accuracy, though excessively deep trees may overfit the training data [140, 141]. Because

of this, a hyperparameter sweep was performed over a range of ensemble sizes and tree

depths to analyze the effect of each parameter on performance. An additional notable hy-

perparameter for these models is the maximum number of features sampled at each node,

since sampling a subset of features for each learner and again at each node may increase

the diversity of trees within the ensemble [88]. However, in order to obtain an unbiased

view of relative feature importance, and due to the small size of the feature set, all features

were equally likely to be sampled at each node in this work, and the number of features

that could be sampled at each node was not limited [144].

Figure 5.6 shows the results of performing this hyperparameter sweep on the data using

LOSO-CV. Of note in this figure is that tree depth has a greater influence on overall perfor-

mance than the size of the ensemble. Large changes in prediction error are apparent for low

depths, however predictive performance begins to level off rapidly as depth is increased. In

contrast, performance changes due to ensemble size are negligible beyond approximately

20 regression trees. Notably, once tree depth is sufficient, the prediction error isrelatively

stable for small changes in the hyperparameters; this indicates robustness of the model, as

hyperparameter selection did not have a significant impact on the results. Based on the re-

sults of this sweep, an ensemble of 100 trees with depth 10 was used for the analysis in this

work. Training and testing was performed using the MATLAB regression learner package.

To perform LOSO-CV, six separate models were trained for both the catheter- and

wearable-based feature sets, each leaving out data from one of the six animal subjects

during training. The trained model was then tested using the data from the held-out ani-

mal subject. The RMSE between the true and estimated BVS was then recorded to assess

performance. The outcome of this analysis is shown in Figure 5.7, which shows the mean
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Figure 5.7: (a)-(f) Results of performing random forest regression with LOSO-CV to pre-
dict BVS for Pigs 1-6 respectively. Separate models were trained for this task using the
catheter-based (green) and wearable (blue) systems. Standard deviation error bars are
shown.

and standard deviation of predicted against true BVS for each animal subject. Of note in

the result is the similarity in performance between the wearable and catheter-based systems

for this task. Except for the initial level for Pig 4 – which will be detailed in the following

section – there was a strong qualitative association between predicted and true BVS for

both systems.

For a quantitative assessment of this association, the data from Figure 5.7 was aggre-

gated across the animal subjects for each quantized level of BVS. To determine whether

there were statistically-significant differences between predicted BVS at each true level, a

non-parametric Friedman test was performed between the data in each adjacent level. The

results of this analysis are shown in Figure 5.8. As indicated in the figure, there existed

significant differences in model output at each level of BVS.

64



% BVS (Actual)
0 25 33 50 66 75 100

*
*

*

*

*

*

0

25

33

50

66

75

100

%
 B

V
S 

(P
re

di
ct

ed
)

Figure 5.8: Predicted versus actual BVS obtained from LOSO-CV, aggregated across ani-
mal subjects. Asterisks indicate statistical significance as determined by a pairwise Fried-
man test with cutoff p < 0.05.

5.8.3 Inferring Feature Importance

There are several methods for inferring feature importance — or, the relative extent to

which each input element is informative about the output — from trained random forest

models. For instance, feature importance may be calculated by the information gain, or

decrease in entropy, associated with each feature. In this chapter, a simplified analog of

Gini impurity called the “permutation method”. To do so, the importance of each feature

was estimated by permuting its values in the out-of-bag training data for each tree [138];

the resulting change in mean square error (MSE) when testing the out-of-bag data across all

trees before and after permutation was averaged to estimate the feature importance. Since

feature importance may vary based on the random seed used to generate the model, training

and feature importance calculation was repeated 100 times with different random seeds for

both the wearable and catheter-based models.
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Figure 5.9: Analysis of physiological features during exsanguination. (a) Feature impor-
tance for catheter-based (green) and wearable (blue) systems during random forest regres-
sion. Standard deviation error bars are shown. (b) Average % change in HR from baseline
for each level of BVL for each animal. Colors for all figures correspond to the labeling (d).
(c) ROC curves for detecting cardiovascular decompensation the overall wearable system,
wearable-derived PEP/LVET only, and HR only. ROC curves for PEP/LVET performing
the same task are also shown, indicated by dashed lines. (d) Slope of linear fit between SV
and preload. (e) Average SVR computed at each level of BVL. (f) Average PPV computed
at each level of BVL A reference line at 0.15 is overlaid (black, dashed). TD: time-domain;
FD: frequency domain; Dyn: dynamic (Poincarè).

5.9 Analysis of Physiological Features during Hemorrhage

Figure 5.9(a) shows the resulting importance calculated for each physiological feature in

the study. For both systems, the ratio of PEP to LVET was the most important physiological

feature for BVS estimation, far exceeding the traditional features HR and MARP for this

task. As apparent in Figures 5.10 – 5.12, most features studied in this work had heteroge-

neous responses to exsanguination, making it difficult to infer BVS from these biomarkers.

An example is shown in Figure 5.11(a); while HR would typically be expected to increase

during exsanguination, it paradoxically decreased in two of the six animal subjects in this
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study. In contrast, the response of PEP/LVET to exsanguination was not only consistent

across animal subjects, but appreciable separation was present between blood volume lev-

els, as illustrated in Figure 5.10. A possible explanation for this result is that PEP/LVET has

been found to strongly predict changes in ejection fraction — and thereby left ventricular

function— which undergoes marked changes during hypovolemia [37, 39, 130].

Of note is that the ratio of PEP to LVET was significantly more useful for BVS es-

timation than either feature in isolation. Though PEP was not consistently affected by

exsanguination compared to LVET (Figure 5.10), this information was still essential in

modulating the more consistent LVET to produce the most reliable feature for this task.

This result illustrates that lack of a consistent trend in a feature does not necessarily in-

dicate that it is devoid of useful information. Of further note is that cardiomechanical

features were shown in Figure 5.9(a) to outperform arterial and venous pressures for this

task. Ultimately, the results of Figure 5.9(a) indicate that capturing cardiomechanical sig-

nals with wearable monitoring systems may hold the key to enabling noninvasive, real-time

monitoring of BVS.

These results also corroborate the findings of prior work regarding the importance of

HRV in assessing BVS. Among the tested features, time-domain HRV was a robust pre-

dictor of BVS, far outpacing both frequency-domain analysis and Poincaré plots. While

trends in frequency-domain HRV reflect the expected increase in sympathetic tone during

exsanguination, these latter two methods were inconsistent and prone to outliers, which

made it difficult to infer BVS using these features (Figure 5.11). Even so, it should be

noted that time-domain methods of HRV estimation may correlate strongly with HR itself;

this is shown quantitatively in Figure 5.13, which reports the coefficient of determination

between each pair of features in this study. The strong correlation between time-domain

HRV and HR suggests that this method may prone to the same pitfalls of using HR despite

its usefulness for BVS estimation, most importantly that it is not specific to changes in

blood volume, and should be subject to additional scrutiny.
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Based on Figure 5.9(a), features based on pulse wave propagation times performed rel-

atively poorly for BVS estimation. Notably, prior research has suggested that pulse wave

velocity in the vascular system is a complex process governed by several factors indepen-

dent of blood pressure itself [18, 81]. As a result, PAT and PTT are often related to blood

pressure via a linear fit that is both subject-specific and transient due to varying physiolog-

ical state [18]. During the experimental protocol, neither PAT nor PTT exhibited consistent

trends, resulting in poor performance for this task (Figure 5.10). While nPAT exhibited

stronger performance, this is likely due to the strong correlation between nPAT and HR

rather than inherent novelty of this feature (Figure 5.13). In contrast to PAT and PTT,

PVI and PPV experienced a general increase during exsanguination; however, in a similar

manner, strong consistency was not exhibited between animal subjects (Figure 5.10). As a

result, Figure 5.9(a) shows that PVI performed poorly for BVS estimation as well.

5.10 Performance of Blood Volume Status Estimation

Regarding the performance of the wearable system for this task, Figure 5.8 demonstrates

that there was a strong association between actual and predicted BVS, and that significant

differences were present in the predicted value at each level of exsanguination. This result

indicates that the proposed model in this work may serve as a useful biomarker of the

subjects’ risk of cardiovascular collapse, and ultimately enable the development of clinical

tools for the management of trauma injury. In addition, Figures 5.7 and 5.9(b) illustrate

the similarity in performance between the wearable system and the catheter-based gold-

standard. These findings, combined with the unsupervised results of Figure 5.4(c) and (d),

suggest that it is not only possible to determine the severity of exsanguination completely

non-invasively, but that this may be accomplished with accuracy comparable to invasive

reference standards.

To compare the performance of the proposed model to prior literature in this field, the

regression problem in this work was re-framed as a classification problem. Specifically,
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Figure 5.10: Shared Physiological features during exsanguination. Average % change from
baseline for each level of BVL for each animal. Colors correspond to labels assigned
in Figure 5.9(d). Features in this figure are those that were computed separately for the
catheter-based and wearable systems.

the predicted BVS from the catheter-based and wearable systems from Figure 5.7 was

used to classify each heartbeat from all six animal subjects as occurring before or after

cardiovascular collapse. To do so, Each heartbeat from all animals in the study was labeled

with a 0 or 1, with the former indicating a true BVS < 1 and the latter indicating that

true BVS = 1 (decompensation). The ability for the wearable and catheter-based systems

to predict whether each heartbeat represented compensation or decompensation was then

assessed as follows. A threshold was applied to the estimated BVS for all heartbeats in
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Figure 5.13: Coefficient of determination (R2) computed for each pair of features from all
data collected from all animal subjects during the protocol. The analysis was performed
separately for both the (a) catheter-based and (b) wearable system.

the protocol computed using the LOSO-CV procedure. The threshold was swept over the

range of BVS values, and the resulting predicted labels were recorded for each value of

the threshold; the sensitivity and specificity of the predicted labels for each threshold level

were calculated and used to form a ROC curve. The overall sensitivity and specificity were

obtained by selecting the point on the ROC curve closest to the upper-left vertex (0, 1). The

area under the ROC curve was then computed by integrating the curve in the x-axis range

[0, 1]. This process was then repeated using the values of each feature individually.

The results of this analysis are shown in Table 5.2. Most notably, the catheter-based

system achieved a sensitivity, specificity, and area under the ROC curve of 0.84, 0.95, and

0.93 respectively; the wearable system achieved values of 0.75, 0.90, and 0.91 respec-

tively. Figure 5.9(c) shows the resulting ROC curves for the wearable system, as well as

for wearable-derived PEP/LVET and HR, the results of which are detailed in Table 5.2. To

place these values in context, comparable performance was reported by Hinojosa-Laborde

et al. in [145], which performed a similar study in nonhuman primates, as well as Howard
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Feature Catheter-Based System Wearable System
Sensitivity Specificity AUC Sensitivity Specificity AUC

HR - - - 0.69 0.78 0.79
HRV (TD) - - - 0.73 0.88 0.77
HRV (FD) - - - 0.24 0.97 0.65

PEP 0.60 0.49 0.56 0.60 0.70 0.72
LVET 0.73 0.85 0.86 0.79 0.82 0.81

PEP/LVET 0.66 0.89 0.89 0.83 0.81 0.87
PAT 0.66 0.55 0.60 0.50 0.57 0.55
PTT 0.53 0.54 0.55 0.54 0.47 0.52
nPAT 0.80 0.88 0.84 0.77 0.91 0.86

PPV, PVI 0.71 0.94 0.91 0.55 0.54 0.55
MARP 0.55 0.89 0.87 - - -
MFP 0.54 0.89 0.83 - - -

MPCWP 0.54 0.55 0.55 - - -
MRAP 0.75 0.61 0.75 - - -

Overall Model 0.84 0.95 0.93 0.75 0.90 0.91

Table 5.2: Performance of physiological features and overall models for predicting cardio-
vascular collapse.

et al. in [136], which used the same method as in [145] to detect cardiovascular collapse in

human subjects undergoing lower body negative pressure.

5.11 Influence of Physiological State on BVS Estimation

To obtain a more complete view of the physiological state of each animal, two features were

computed using CO: (1) the change in stroke volume (SV) versus the change in preload

(∆SV/∆P), and (2) systemic vascular resistance (SVR). Since afterload and contractility

vary during hypovolemia, ∆SV/∆P does not indicate the slope of the Frank-Starling curve;

however, it is still a useful indicator of the SV response to preload and was calculated for

each animal [1]. To compute this quantity, SV was calculated from CO via the Equation

2.1. As CO was obtained after each stepwise change in blood volume, SV was therefore

computed once per blood volume level per animal over the protocol. ∆SV/∆P for each

animal was then found by computing a line of best fit between SV and preload, as defined

by MRAP at the time of CO calculation [1, 146] (Figure 5.14).

72



As aforementioned, the animals’ physiological set-points at the beginning of the exper-

iment may have had significant impacts on the results shown in Figure 5.7. To assess these

differences, Figure 5.9 illustrates several important indicators of cardiovascular function.

Figure 5.9(d) shows the change in stroke volume (SV) versus the change in preload during

the experimental protocol. Compared to the other animals, Pig 4 had a significantly muted

SV response to changes in preload, a paradoxically decreasing HR throughout the exper-

iment as shown in Figure 5.9(b), and a consistently high SVR as shown in Figure 5.9(e).

Because of this, Pig 4 appeared to have a relatively dampenedphysiological response to

hypovolemia. This observation is significant in the context of Figure 5.7, which shows that

the blood volume loss of Pig 4 was severely underestimated.

Figure 5.9(f) provides more context for this observation. PPV is often used to determine

whether a patient is a “fluid responder”, meaning that their CO is expected to have a large

response to fluid resuscitation (or, conversely, hemorrhage). In contrast, patients whose
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Figure 5.14: SV Response to Preload Changes. Scatterplots of SV and preload (MRAP)
recorded during the exsanguination protocol for each animal subject. Best-fit lines (black,
dashed) and their corresponding equations are overlaid.
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CO has a more modest response to fluid resuscitation is called a “fluid non-responder”.

One way to determine fluid responsiveness was already shown in Figure 5.9(d), which

showed that Pig 4 had a modest SV response to changes in preload. In this case, SV was

used as a proxy for cardiac output. Another way to assess fluid responsiveness is using

PPV; it is commonly noted in the literature that patients with a PPV under 15% (0.15)

may be classified as fluid non-responders [147]. As shown in Figure 5.9(f), Pigs 3 and 4 –

whose BVS was underestimated by the model – may be classified as fluid non-responders.

Typically, this phenomenon is understood in terms of the Frank-Starling curve, with fluid

responders falling on the high-slope region of the curve and non-responders falling on the

low-slope region of the curve.

The difference in physiological state for Pig 4 may have been due to the aforementioned

modification of the experimental protocol for this animal. The administration of atropine

to compensate for low starting BP led to a baseline HR that was already elevated; coupled

with the results in Figure 5.9(d)–(f), it is likely that Pig 4 was already compensating for hy-

potension when the experiment began, and therefore the additional perturbation of induced

hypovolemia did not elicit a strong response in this animal. In contrast, Figure 5.9(d) and

(e) show that Pigs 2 and 5 had a large SV response to changes in preload coupled with a

relatively low SVR, suggesting that these animals had a larger cardiovascular response to

blood volume changes. Indeed, Figure 5.7 shows that the blood volume loss of Pigs 2 and

5 was somewhat overestimated.

5.12 Discussion and Conclusions

The findings in Figures 5.9(a) that the cardiomechanical feature PEP/LVET was an essen-

tial physiological feature for estimating BVS is significant in the context of cardiac moni-

toring systems. Though the heart is a complex organ with both electrical and mechanical

function, wearable cardiac monitoring systems have traditionally focused on quantifying

the heart’s electrical activity via ECG in lieu of its mechanical function. However, re-
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cent advances in wearable sensing and machine learning have enabled the non-invasive

assessment of cardiomechanical function. As apparent from Figure 5.9(a), assessing the

mechanical function of the heart via modalities such as SCG may hold the key to achieving

accurate triage and management of trauma injuries via wearable systems.

The results of Figure 5.7 further illustrate the role of BVS estimation in the triage of

absolute hypovolemia. Consider the subplots for Pigs 5 and 6 this figure; though Pig 6 did

not reach the safety threshold until 28% of its blood volume was extracted, Pig 5 reached

the threshold after only 14% BVL. A system that simply reported BVL would therefore

reflect the same severity of absolute hypovolemia for Pigs 5 and 6 with a 14% loss in

blood volume. Not only is this task more difficult due to the animal-specific response to

hypovolemia — which depends heavily on initial physiological state — but it is also less

useful in the context of triage. With the exception of Pig 4, which underwent complications

during its experimental protocol, the results in Figure 5.7 reflect the relative severity of

given levels of BVL across the animals in terms of their progression toward cardiovascular

collapse.

As was explored in Figure 5.9, heterogeneous responses to hypovolemia and variable

physiological set-points at its onset remain important challenges to overcome for the ac-

curate assessment of hypovolemia, whether via wearable systems or otherwise. For this

reason, future work should investigate how the physiological set-point of each animal can

be assessed with wearable systems and integrated into predictive models of BVS. The de-

pendence of model performance on the animals’ pre-hypovolemic physiological set-point

is an additional avenue for future work. To further enablemore robust and generalizable

BVS estimation, studies should explore how these varying set- points may be quantified

with wearable sensing and used to modulate estimates of BVS. More broadly, it is likely

that the proposed model does not account for physiological mechanisms affected by pro-

gressive hypovolemia, a limitation which should be explored in future work to improve per-

formance. Even so, the observation that high performance was possible for most animals
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using the proposed model, especially in the context of LOSO-CV applied to a relatively

small dataset, suggests that the proposed model may become more robust and generaliz-

able with larger, diverse training sets.

It is notable that a static regression model—random forest regression—was employed

rather than time-series models such as hidden Markov models or recurrent neural networks.

This was done because the experimental protocol in this work was not representative of a

natural process of exsanguination, as blood loss through a venous line was interspersed

with pauses for cardiovascular compensation. Ultimately, time-series models may be more

suitable for this task, as they are able to assess longer-term physiological changes; however,

this necessitates that temporal patterns used to train the models be reflective of the use-case

of the technology, a challenging feat for human and animal subjects alike. Though the aims

of this work were still achievable with random forest regression, future studies may seek to

improve performance by exploring various time-series modeling approaches.

The proposed model for detecting cardiovascular collapse may have crucial implica-

tions for the eventual deployment of these systems, especially in the context of prior work

such as the PPG-based compensatory reserve. Specifically, developing systems which fuse

both SCG- and PPG-based methods may improve the translation of this research to trauma

settings, perhaps via a synergistic effect between the modalities, by adding redundancy in

the system, and by both examining central factors (the pump) and peripheral factors (the

pipes). As an example, in trauma settings involving burns and amputations, it may be more

feasible to rely on either SCG or PPG, depending upon the nature of the injury; further-

more, if either wearable modality returns low-quality data, redundancy in the system may

still allow robust inference of blood volume status.

In the near future, assessing cardiomechanical function using seismocardiography may

enable non-invasive, real-time management of hemorrhage-induced hypovolemia in clin-

ical settings. In practice, ECG and SCG sensors may be implemented on small wireless

patches such as those previously developed for heart failure monitoring [21]; furthermore,
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PPG sensors may be miniaturized and packaged for clinical deployment as well, as is al-

ready done with pulse oximetry. While wearable systems for the deployment of these

modalities have already been developed, recent advances in non-contact sensing may soon

enable the assessment of ECG- [148], SCG- [25], and PPG-derived physiological features

[149] in scenarios where bodily trauma prevents the placement of these wearable sensors.

Ultimately, validating the clinical results of this work as well as the proposed BVS

assessment will require performing this inquiry with human subjects. While the porcine

cardiovascular system bears high resemblance to that of humans in many ways, there still

exist important anatomical and physiological differences between pigs and humans. As

a notable example, it was found in [150] that pigs have a critical delivery of oxygen of

approximately 11.8 ml O2/kg/min, which is significantly higher than the range found in

humans, having been reported as less than 7.3 ml O2/kg/min [151]. This would indicate

that pigs would reach cardiovascular collapse before humans. For this reason and others,

the model developed here may not generalize to humans with the current parameterization;

rather, the goal of these results is to form a basis for future studies to explore externally-

measurable changes in cardiomechanical function in humans, and subsequently to develop

a parameterization of the proposed numerical model which achieves high performance in

human subjects.
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CHAPTER 6

A UNIFIED FRAMEWORK FOR QUALITY INDEXING AND CLASSIFICATION

6.1 Overview

The seismocardiogram (SCG) is a noninvasively-obtained cardiovascular bio-signal that

has gained traction in recent years, however is limited by its susceptibility to noise and mo-

tion artifacts. Because of this, signal quality must be assured before data is used to inform

clinical care. Common methods of signal quality assurance include signal classification or

assignment of a numerical quality index. Such tasks are difficult with SCG because there is

no accepted standard for signal morphology. In this chapter, we propose a unified method

of quality indexing and classification that uses multi-subject-based methods to overcome

this challenge. Dynamic-time feature matching (DTFM) is introduced as a novel method of

obtaining the distance between a signal and reference template; with this metric, the signal

quality index (SQI) is defined as a function of the inverse distance between the SCG and

a large set of template signals. We demonstrate that this method is able to stratify SCG

signals on held-out subjects based on their level of motion-artifact corruption. This method

is extended, using the SQI as a feature for classification by ensembled quadratic discrim-

inant analysis (QDA). Classification is validated by demonstrating, for the first time, both

detection and localization of SCG sensor misplacement, achieving an F1 score of 0.83 on

held-out subjects. Upon formulating the SQI for classification tasks, we then explore the

effect of template generation on performance, showing that representative signal selection

enables more robust classification than an averaging-based, especially when the signal is

nonstationary. This work may provide a necessary step towards automating the analysis of

SCG signals, addressing many of the key limitations and concerns precluding the method

from being widely used in clinical and physiological sensing applications.
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Figure 6.1: Proposed quality assessment module. A set of signal classifiers identify proper-
ties of the SCG’s source distribution, while a SQI computes general signal quality. This in-
formation is synthesized to determine whether a signal can be processed, with high-quality
segments being used to inform clinical decisions, and information about the signal’s source
distribution used to deliver feedback to the patient, such as a warning of sensor misplace-
ment.

6.2 Introduction

The gold standard for assessing bio-signal quality is an expert determination of whether

the captured waveform is usable for its intended purpose. This already subjective task has

been complicated by the proliferation of robust signal processing algorithms, which are

able to extract data in the presence of noise. Consequently, clinical decision-makers now

face a dilemma: how can we be certain that a bio-signal is of sufficiently high quality to be

processed before this information is used to inform patient care?

One field that is substantially impacted by this problem is seismocardiography. A major

limitation of SCG for outpatient continuous monitoring is its sensitivity to noise due to

motion artifacts [20]. Furthermore, the patient-specific nature of SCG due to physiological

variability has made it difficult to identify a prototypical waveform [25]. This factor in

particular makes it difficult to determine waveform quality before processing.

The ultimate goal of this chapter is to develop a flexible method for quality assurance

of SCG signals that may be applied early in the processing pipeline to characterize the

signal and obtain a beat-by-beat quality assessment. The concept of the proposed signal

quality assessment module (QAM) is shown in Figure 6.1. The module is composed of two
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subparts: (1) a set of classifiers which identify categorical properties of the signal and (2)

a signal quality index (SQI), which is a numeric indicator of general signal quality. The

purpose of the classifiers is to identify properties of the source distribution of the signal,

which are factors such as the patient’s activity or physiological state that may influence the

SCG signal. This also includes factors external to the patient such as the environment or

sensing system configuration, as will be explored in this chapter. By including a diverse set

of such classifiers, one can obtain a holistic view of the signal, using it to determine whether

processing should continue based on the error tolerance of the system. Since changes in the

source distribution may not manifest as changes in general signal quality, and vice versa,

the SQI is obtained as an additional metric on which to base a decision of whether or not

to use the signal. Notably, this method would allow an investigator to fully tailor the QAM

to their needs by selecting the most suitable classifiers and signal quality cutoffs.

In this chapter, we demonstrate the feasibility of such a QAM by presenting a uni-

fied method for performing both quality indexing and classification of SCG signals from

healthy subjects, even in the absence of a prototypical reference standard. To do so, we

first define the SQI as a function of the inverse distance between the signal and a diverse

set of reference templates, demonstrating its ability to stratify SCG signals based on their

level of corruption with motion artifacts. As the performance of this SQI fully depends on

the distance metric used, we introduce dynamic-time feature matching (DTFM) as a novel

method of distance estimation, characterizing its improved performance for SCG quality in-

dexing and classification compared to dynamic time warping (DTW), a ubiquitous method

for bio-signal distance estimation. This SQI is compared against visual scoring, the cur-

rent gold-standard. To perform signal classification, we extend this method by obtaining

the SQI of a signal against diverse sets of reference signals, using the SQI as a feature for

classification with ensembled quadtratic discriminant classifiers. To validate this method,

we demonstrate the ability to both detect and localize SCG sensor misplacement on held-

out cross-validation, a difficult classification task that had not yet been achieved. Together,
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these results support the potential for a unified, generalizable method of SCG quality as-

sessment. Though we begin with a simple method for template generation based on an

averaging method, we conclude the chapter by exploring the effect of the template selec-

tion protocol on the robustness of this approach.

Prior literature in SCG processing has focused on identifying and extracting fiducial

points in the signal in the presence of noise, and thus few methods of signal quality assess-

ment have been proposed. Because of this, manual annotation remains the gold-standard

when validating signal analysis algorithms such as in [63]. Both [74] and [75] use fea-

ture extraction and outlier removal to eliminate low-quality signals, however such methods

rely on accurate and consistent feature extraction to begin with, which may be intractable

in noisy environments. In contrast, [76] proposes a SQI based on the relative signal power

during the first and second heart sounds (S1 and S2). While the time-frequency characteris-

tics of SCG are well-defined [58], they may not be informative about changes in waveform

morphology. Notably, there has been significant work in pre-processing SCG to obtain

valid signals, including signal decomposition [22], sensor fusion [52, 73], and averaging

several beats to smooth noise [20]. Signal quality assessment is intended to supplement

these methods, working synergistically to improve the quality of data. The contributions of

this work to current research include (1) Introducing DTFM as a robust alternative to tra-

ditional DTW for SCG quality indexing and classification; (2) achieving consistent signal

quality determination when the prototypical signal is poorly-defined; (3) detecting and lo-

calizing SCG sensor misplacement with ensembled quadratic discriminant classifiers; and

(4) unifying SCG quality indexing and classification to enable robust, generalizable QAMs.

6.3 Human Subject Experimental Protocols

Data from two experimental studies were used in this chapter, both conducted under a

protocol approved by the Georgia Institute of Technology Institutional Review Board.
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6.3.1 Rest-Exercise-Recovery Protocol (Protocol 1)

The first study — which will be used to assess the proposed SQI in the presence of motion

artifacts — is described in detail in [51]. This study was intended to identify changes in

SCG signals corresponding to changes in PEP and included 17 healthy subjects (10 male,

7 female; age 26.1 ± 4.1 years; weight 66.1 ± 13.6 kg; height 168.2 ± 8.9 cm) with

no known history of heart disease. Along with a reference electrocardiogram (ECG) and

impedance cardiogram (ICG), a three-axis accelerometer and gyroscope were placed on the

subject’s sternum to collect SCG waveforms. (Note that in the literature, the gyroscope-

based measurements from the sternum may also be referred to as gyrocardiography, or

GCG, signals [50].) The study consisted of four parts, in sequence. First, the subject stood

upright and motionless for a five-minute rest period. This was followed by three minutes of

walking at 4.83 kilometers per hour on a treadmill and 90 seconds of a squatting exercise.

The exercise period was followed by a five-minute recovery period during which the subject

again stood upright and motionless. Since the reference ECG for one of the subjects was

corrupted, data from the remaining 16 subjects was used.

6.3.2 Sensor Misplacement Protocol (Protocol 2)

The second study — which will be used to assess detection and localization of sensor

misplacement — is described in detail in [66]. The study included 10 healthy subjects (5

male, 5 female; age 24.7± 2.3 years; weight 70± 10.5 kg; height 170± 11.6 cm) and was

performed on two consecutive days. On the first day, accelerometers were placed in each

of three locations: mid-sternum, 7.5 cm to the right, and 7.5 cm to the left. The subject

stood motionless for 60 seconds followed by 60 seconds of a stepping exercise, after which

there was a five-minute recovery period during which the subject again stood motionless.

This method was repeated on the second day, with the sensors instead being placed on the

mid-sternum, 5 cm above, and 5 cm below. ECG and ICG reference signals were also

collected.
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6.3.3 Signal Pre-Processing

Data from both studies were processed in the same manner. ECG and SCG signals were

filtered with a FIR band-pass filter with Kaiser window, both in the forward and reverse

directions to offset phase shift. Cutoff frequencies were 1-40 Hz for SCG and 0.5-40Hz for

ECG. SCG signals were then segmented into separate intervals for each heartbeat by using

thresholded peak detection to detect R-peaks on the reference ECG.

6.4 Generating Reference Templates

Much of this chapter relies on creating representative examples — called “templates” —

of SCG signals based on sets of heartbeat-segmented waveforms. To assess the effect

of template generation on the localization of sensor placement, we present two different

methods for this task. The first will be the focus of Chapters 6.5 – 6.12 to isolate the effect

of changing the distance metric, while the latter will be the focus of Chapter 6.13.

6.4.1 Signal Averaging Method

A standard method of generating templates is “Woody’s algorithm” [152], which builds

on simple ensemble averaging by iteratively aligning and averaging signals in a set S =

{s1, s2, ..., sM} to produce a template t as shown in Algorithm 1. This property of Al-

gorithm 1 is a clear benefit over ensemble averaging. With ensemble averaging, transient

changes — and resulting non-uniformity — in signal morphology may reduce the quality

Algorithm 1 SCG Template Generation
1: procedure GENERATETEMPLATE(S )
2: t← s1 . Set first signal segment as template
3: for si ∈ {s2...sM} do . For each signal segment
4: Compute offset of maximum cross correlation:
5: τ ? ← argmaxτ

∑N
n=−N t(n)si(n− τ)

6: s? ← si(n− τ ?) . Align signals
7: t← mean(t, s?) . Update template
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of the resulting template. The primary factor affecting the performance of a template is the

quality of signals used to create it. For this reason, only SCG signals collected during rest-

ing periods were used to generate templates via Woody’s algorithm. In contrast, the value

of M in Algorithm 1 does not greatly affect template performance; therefore, all available

resting period segments were used to generate templates for each subject.

6.4.2 Representative Signal Method

Another method of template generation is selecting representative examples from the signal

set. Templates in this method were defined as signal segments which were most similar to

the other segments in the set S . For each signal segment si ∈ S , the average distance di

between si and the other signals in the set was calculated via

di =
1

M − 1

M∑
j=1

1{j 6= i}D(xi,xj) (6.1)

where D is a distance operator. Upon obtaining di for each signal segment, the signals

were ranked based on their average distance, with a lower distance representing greater

fitness. In this manner, multiple template signals may be selected per set by selecting from

the top-ranked signals or by setting a distance cutoff.

6.5 DTFM: A Distance Metric for SCG Signals

6.5.1 Overview of the DTW Algorithm

DTW is a method of estimating the distance between two signals that may be stretched

or compressed relative to one another in time [153]. This property makes DTW well-

suited to compare cardiac bio-signals, which may be compressed in time due to changes in

heart rate and other hemodynamic factors. Prior literature has utilized the DTW distance

between ECG signals and reference templates as a feature for classifying ECG segments

[154–156]. The principle behind such methods is that a signal from a certain source dis-
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(a) (b)

Figure 6.2: (a) The traditional DTW algorithm, showing the warp path (blue), 1:1 corre-
spondence path (gray), and required points (black). Blue dotted lines show features brought
into alignment after warping. (b) The DTFM algorithm. Square shading indicates candi-
date points (black), prohibited points (crossed), locations of time-series features (gray),
selected path (green), and path from normal DTW (blue). Valid warp paths are shown as
solid lines, blue for sub-optimal and green for optimal. In this example, the third maximum
in the signal is determined to be aberrant, and the third minimum in the signal is mapped
to the second minimum in the template.

tribution will have a lower DTW distance to templates from the same source distribution

than from others. Beyond ECG, DTW has also been used in motion analysis, including

gait classification [157] and small gesture recognition [158]. As SCG is a cardiac signal

describing mechanical motion, there exists precedent for applying DTW to SCG [22].

In general, DTW stretches and compresses the two signals in time such that the Eu-

clidean distance between the resultant signals is minimized [159]. It does this by identi-

fying a mapping of points in one signal to corresponding points in the other, as shown in

Figure 6.2(a). In the example, when a point in the signal is mapped to several points in

the template (shown by blue shaded points in the matrix), this represents stretching of the

signal relative to the template. Alternatively, when several points in the signal are mapped

to a single point in the template, this represents relative compression of the signal. By ex-

tension, if points have a 1:1 mapping, no stretching or compression occurs. The resultant

mapping is known as the “warp path”, as it describes the warping of the signals in time.
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The DTW warp path is subject to several fundamental constraints [160]. These include:

1. Boundary Conditions: The path must begin and end at opposite diagonal corners of

the matrix.

2. Continuity: Given a point in the warp path, valid points for continuing the path

include only adjacent (and diagonally-adjacent) cells in the matrix.

3. Monotonicity: The warp path must proceed between the diagonal boundary points

without doubling back on itself, either vertically or horizontally.

In most applications, the warp path is subject to additional constraints, the most com-

mon being limiting the warping path’s allowable deviation from the diagonal (illustrated

as the gray shaded squares in Figure 6.2(a)). Together, these constraints help prevent the

generation of absurd mappings.

6.5.2 Overview of the DTFM Algorithm

Implicit in the mapping generated by DTW are assumptions about time-series feature cor-

respondence — namely, local minima and maxima — as shown in Figure 6.2(a). Since

SCG waveforms are highly prone to motion-artifact noise, the assumptions made by DTW

in order to minimize the Euclidean distance may distort the true relationships between these

features and ultimately underestimate the true distance between the signals.

To correct this limitation, we begin from the assumption that any valid mapping be-

tween an SCG signal and a template will necessarily match each feature in the template to

a corresponding feature in the signal whenever possible. Because SCG is highly prone to

motion artifacts in ambulant subjects, the number of features in the signal will exceed the

template in the vast majority of cases. Figure 6.2(b) illustrates the DTFM method, which

modifies the DTW algorithm to meet this assumption by imposing additional constraints

on the warp path, supplementing the fundamental constraints. The algorithm performs the

following:
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1. Feature Identification: All local minima and maxima in the signal and reference

template are identified. In the example, the rows and columns of the warping ma-

trix corresponding to timestamps of the signal and template features respectively are

shaded in gray. Points lying at the intersection of these rows and columns are referred

to as “intersection” points; passing the warp path through intersection points results

in matching a feature in the signal to a feature in the template.

2. Point Restriction: Next, prohibited intersection points in the warping matrix are

identified, as shown with crossed squares in the example. A point in the grid is

prohibited when passing the warping path through that point would result in either

(1) matching a local minimum to a local maximum or (2) stretching the feature in the

signal or template beyond some pre-defined limit.

3. Path Selection: Once all prohibited points are removed, remaining intersection

points are denoted as “candidate” points, shaded in black in the example. As afore-

mentioned, DTFM seeks to match all template features with a signal feature when-

ever possible; thus, valid warp paths are those that pass through a candidate point

associated with each template feature whenever it is possible to do so — namely,

whenever (1) the feature has corresponding candidate points and (2) doing so would

not violate pre-existing constraints. The optimal path is then chosen as the valid path

that minimizes the Euclidean distance between the warped signals.

Since there generally exists only one optimal warp path between any two points in the

matrix — as defined by minimizing Euclidean distance — the set of valid warp paths is

small in number. Therefore, it is possible to implement rapid, efficient methods of identi-

fying all valid paths. An example pseudocode implementation is shown in Algorithm 2. In

this procedure, the DTW warp path segments between each pair of valid candidate points

(points between which valid paths exist) are recorded. Subsequently, all resulting continu-

ous, grid-spanning paths composed of these individual segments are returned as valid warp
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Algorithm 2 Identifying Valid Warp Paths
1: procedure VALIDPATHS

2: F , set of all template features
3: B , set of initial points of warp path segment
4: P , set of valid warp path segments
5: B ← starting grid point p0

6: for fk ∈ F do
7: C ← candidate points for fk
8: if |C | > 0 then
9: for all valid pairs (bi, cj), bi ∈ B, cj ∈ C do

10: Get path between grid points with DTW
11: P ←P ∪ {DTW(bi, cj)}
12: C ? ← valid candidate points, C ? ∈ C
13: B ← C ? . Update segment starting points
14: Get paths between candidates and ending point pe
15: for bi ∈ B do
16: P ←P ∪ {DTW(bi, pe)}
17: P? ← continuous paths in P . Valid warp paths

paths. This is the DTFM procedure used to generate the results in following sections.

Time-domain feature matching in DTW is a byproduct of Euclidian distance minimiza-

tion rather than an explicit goal of the algorithm as with DTFM. In the following sections,

we will show that this property of DTFM improves its performance for quality indexing

and signal classification.

An example of performing these time-warping methods on a resting-period segment

in Protocol 1 is shown in Figure 6.3(a)–(d). Most notably, there are two deviations in

the DTW warp path — indicated with dimension lines in Figure 6.3(b) — that bring two

major peaks of the SCG signal out of alignment with the template, as shown in Figure

6.3(c). DTW instead brings the original signal peaks into alignment with different peaks

in the template, as this configuration minimizes the overall Euclidean distance. In contrast,

restrictions on the DTFM warp path reduce the likelihood of peak misalignment by prior-

itizing feature matching over distance minimization. As shown in Figure 6.3(d), DTFM

aligns corresponding peaks in the warped signal.

Notably, there are many restrictions that may be placed on the DTW warp path to reduce
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Figure 6.3: (a) Template signal (black) and raw signal (red) before warping. Five peaks
from each signal that likely correspond were chosen by visual inspection and are con-
nected by dashed lines. (b) Warping paths from DTW (green) and DTFM (blue) plotted
against 1:1 correspondence line (black, dashed). Sub-optimal (square, empty) and optimal
(square, shaded) candidate points are indicated, with the candidate points corresponding
to the five features in (a) being indicated by black circles. (c) Template signal (black) and
raw signal (green) after DTW. The new locations of the five corresponding points from
(a) are connected by dashed lines. (d) Template signal (black) and raw signal (blue) af-
ter DTFM. The new locations of the five corresponding points from (a) are connected by
dashed lines. Peak mismatches caused by DTW are indicated by the dimension lines in
(b) and (c). Relative importance of noise components in predicting distance estimation by
DTW (e) and DTFM (f). Harmonic frequency refers to the number of periods per window
of the sinusoidal noise.

the likelihood of aberrant feature matching, including strictly limiting the acceptable warp

path deviation from the straight-line fit. However, such restrictions in turn minimize the

benefit of using DTW over simpler distance metrics such as the `2-norm, as it decreases

89



the ability of DTW to re-align off-set peaks. This property of DTW is essential when

there is appreciable heart rate variability, as peak locations may shift with each subsequent

sample. Besides requiring the warp path to match features whenever possible, no additional

constraints are imposed by DTFM, maintaining the generalizability of the method.

6.5.3 Time-Frequency Characteristics of DTW and DTFM

A desirable property of the DTFM for distance estimation between SCG signals is that it has

a more consistent, predictable response to added signal noise than DTW. This gives DTFM

the benefit of predictability — akin to the `2-norm — while still being able to compare

SCG signals with varying phase. To show this experimentally, we begin by representing

the SCG signal as a windowed Fourier series. This offers a method of modeling signal

noise as a linear combination of windowed sinusoids while still accurately modeling the

SCG waveform.

Consider the template signal t ∈ RN and raw signal s ∈ RN defined along a time

interval τ , which is divided into L non-overlapping, continuous windows {w`} such that∑L
`=1{w`} = τ . In this interval, t and s may be mapped to Φ, the subspace of RN defined

by the Fourier series:

Φ := {φh(τ), h ∈ Z+} (6.2)

where

φh(τ) = θ
(1)
h cos(hτ) + θ

(2)
h sin(hτ), . (6.3)

Thus, any vector x ∈ Φ in interval τ can be expressed as:

x =
L∑
`=1

H∑
h=1

φ
(θx)
h (w`) (6.4)

where H is the maximum harmonic order and x is parameterized by θx :=
{
θ

(1)
x,h, θ

(2)
x,h

}H
h=1

.

For simplicity, no offset term is included in the Fourier series, without loss of generality.

In this study, both L and H are fixed to 8; that is, the signal is divided into 8 windows of
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length 100 ms, and the maximum sinusoidal frequency is 8 cycles per window. Note that

this corresponds to a frequency range of 10Hz - 80Hz. Though SCG signals were low-pass

filtered with a 40Hz cutoff throughout this work, prior literature has occasionally opted for

cutoffs as high as 100Hz [58, 59]. These values of L and H were chosen to sufficiently

illustrate patterns that span the typical SCG frequency spectrum.

Upon mapping t and s into Φ to obtain tΦ and sΦ respectively, the raw signal may be

constructed by adding an error vector, also in Φ, to the template. Therefore, sΦ = tΦ + eΦ,

where eΦ is an error vector in subspace Φ. As per Equation 6.4, eΦ can be understood as a

linear combination of windowed sinusoids added to the template to obtain the raw signal.

With this formulation, we may show that the `2-norm distance has the desirable property

that noise components at different time windows and frequencies are equally-weighted in

their contribution to overall distance. Consider the functions f : (RN ,RN) −→ R and

f̂ : (Φ,Φ) −→ R defined as f(a, b) = ‖a−b‖2 where a, b ∈ RN and f̂(c,d) = ‖c−d‖2

where c,d ∈ Φ, the subspace defined by the Fourier series. The true `2-norm η? between

the template t and raw signal s can thus be found as

f(t, s) = ‖t− s‖2 = η?. (6.5)

The true distance between the vectors may be estimated by finding the `2-norm of the

projections in Φ of the template and raw signal.

f̂(tΦ, sΦ) = ‖tΦ − sΦ‖2 = η̂ (6.6)

It can be shown that η̂ and η? converge as the order number H is increased. Since the norm

operator is linearly separable for orthogonal vectors, the estimated norm may be expressed
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as the sum of its individual components.

f̂(tΦ, sΦ) = f̂(tΦ, tΦ + eΦ) = f̂(0Φ, eΦ)

= f̂

(
0Φ,

L∑
`=1

H∑
h=1

φ
(θe)
h (w`)

)
= η̂

(6.7)

where 0Φ is the zero vector in Φ and eΦ is the difference between the raw signal and

template. This shows that the `2-norm can be expressed as an unweighted sum of individual

noise components at each time-window and frequency. However, since DTW is not a linear

operator, it does not share this property; rather, we will demonstrate experimentally that the

DTW operator demonstrates time-frequency dependence. In contrast, we will also show

that DTFM approximates the time-frequency independence of the `2-norm, making it a

more predictable method.

To model this dependence, 16 separate SCG templates were generated according to

Algorithm 1, using data from the resting period of each of the 16 subjects in Protocol

1. These subject-specific templates were projected in to the subspace Φ such that each

template was parameterized by coefficients θi, i ∈ [1, 16]. Synthetic signals were formed

by first adding a random vector of error parameters θe to θi such that

θ̂ = θe + θi. (6.8)

Each element in θe was generated by a uniform distribution in range [0, 1]. The updated

coefficients were then reconstructed using the Fourier series to obtain a synthetic signal as

follows:

rΦ = F (θ̂) (6.9)

where F is the Fourier series operator. After generating R = 160, 000 synthetic signals

(10,000 from each of the 16 templates), the parameterizations {θe}R for the synthetic sig-

nals were used to construct the row matrix Θe ∈ RR×P where P is the number of param-
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eters. These parameters were mapped to the corresponding distance between the synthetic

signal and its respective template, given by d ∈ RR×1. The mapping x is the least-squares

estimate that satisfies

x = argmin
x
‖d−Θex‖2

2. (6.10)

This mapping represents the contribution of each error parameter to the overall computed

distance. After performing this method for both DTW and DTFM distance metrics, the

coefficients in each window and frequency were averaged (corresponding to the sine and

cosine components).

The responses of DTFM and DTW to noise modeled as windowed sinusoids are shown

in Figures 6.3(e) and (f). These signals were generated and analyzed using Equations

6.8-6.10. Note that these values were normalized by performing element-wise division of

each point with the minimum value in the grid. Figure 6.3(e) demonstrates that the DTW

distance is more sensitive to noise components at higher frequencies and at later intervals

of the SCG signal. This is likely because most of the SCG signal energy is concentrated at

lower frequencies early in the signal, corresponding to aortic opening (AO) and subsequent

systolic ejection. Thus, noise in this region is less likely to encourage DTW to re-align

peaks to minimize error. In contrast, Figure 6.3(f) shows that DTFM distance is equally

affected by noise in any signal segment and at any frequency, much like the `2-norm.

This property of DTW is undesirable in two ways. First, significant literature in pro-

cessing SCG signals focuses on AO point identification, but the effect of noise in this region

on the SQI is relatively attenuated by DTW. Secondly, the response of DTW to signal noise

is difficult to predict since the change in DTW distance with respect to individual noise

components in non-uniform. In contrast, the response of DTFM to noise components is

uniform, indicating that DTFM retains the predictability of the `2-norm while having the

additional benefit of aligning corresponding features.

93



6.6 Formulating the Signal Quality Index

The proposed SQI in this work is a function of the inverse distance between a captured

signal and a reference template, shown in Equation 6.11. Though any of myriad distance

estimation methods can be used for this purpose — the quality of which determines the

performance of the SQI — in this chapter we use either the DTFM or DTW distance.

SQI (s, t) , exp

(
−λD (s, t)

L(s, t)

)
(6.11)

where s and t are the captured signal and reference template respectively, D(·) is the dis-

tance function, L is the length of the warped signal, and λ is an optional distance penalty.

This definition of a SQI matches intuition: unit SQI is achieved when there is no distance

between the signals, and it approaches zero exponentially as the sample-averaged distance

increases. Since the length of signals after warping may vary, L is intended to normalize

the D by the length of the signal, yielding a distance-per-datapoint. λ determines the decay

rate of the exponential term and thus only influences the range in [0, 1] in which scores

commonly fall. In this study, we arbitrarily fix λ to 25 for all trials — as long as this

value is chosen consistently, its effect on SQI stratification for different distance metrics is

otherwise negligible.

Note that the reliability of the SQI is highly dependent on the quality of the template —

since there is no reference standard for SCG, using a single template may not yield a valid

SQI for all patients. Consider instead the set of templates T = {t1, t2, ..., t|T |}. We can

then define the SQI over the template set T as

SQI
T

(s) ,
1

|T |
∑
t∈T

SQI (s, t) (6.12)

where |T | is the number of elements in set T . By increasing the size and diversity of the

template set, Equation 6.12 becomes a more reliable SQI, as will be shown in the following
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sections.

Using a population approach addresses the problem of determining the quality of the

templates themselves. This task may be intractable both due to the lack of an objective

reference standard and because template quality may vary situationally. As the number

and diversity of templates increase, the influence of low-quality templates is averaged and

thereby diminished, while representative templates may drive the overall SQI higher or

lower. This improves SQI stability without incorporating subjective assumptions about

template quality. Notably, scaling the score of each template by a static value — related to

its quality, for instance — would not change SQI performance; though the final value may

change, relative scores assigned to the signals would remain consistent, as all scores are

equally affected by scalar weights.

6.7 Manual Annotation of SCG Signal Quality

Visual scoring of the SCG segments was performed to compare against the SQI. To do so,

10 annotators with experience processing SCG signals were asked to assign signal segments

a score of 0 (worst) to 1 (best) based on their quality. To aid in consistency, the following

heuristics were provided:

1. If the impulses corresponding to both AO and AC are clearly visible, score > 0.75.

2. Otherwise, if either impulse is clearly visible, score > 0.5 but < 0.75.

3. Otherwise, if either impulse is somewhat visible, score > 0.25 but < 0.5.

4. Otherwise, score < 0.25.

Annotators were encouraged to supplement these heuristics with their own judgment to

determine the precise score. The annotators were assigned 1000 randomly-selected signal

segments from the dataset of Protocol 1, evenly-selected from each activity level. The final

score for each segment was the sample mean of the available annotators’ scores.
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Figure 6.4: (a) Stratification of SCG signals using the DTFM-based SQI for a single sub-
ject. The columns from left to right show SCG intervals taken from rest, recovery, and
exercise respectively. The top row corresponds to the top 2% of signals in each category
based on their SQI; the middle rows correspond to the 50th percentile; and the bottom row
corresponds to the bottom 2%. The correlation between scores assigned by manual anno-
tation and the DTFM-based SQI are shown for the (b) rest, (c) recovery, (d) squatting, and
(e) walking activity levels. The best-fit line for these scores is shown (black, dotted), with
the corresponding R2 of the fit overlaid. For visual purposes, SQI scores were normalized
to the range [0, 1].

6.8 Qualitative Evaluation of the SQI for Noise Characterization

For the following sections, SQI scores were calculated using a held-out method. 16 tem-

plates were first generated from the resting period segments of each of the 16 subjects in

Protocol 1 using the averaging method of Chapter 6.4.1. For each held-out subject S, the

template set TS was generated using the 15 templates from held-in subjects: TS = {ti},

i ∈ [1, 16], i 6= S. For each signal segment si belonging to subject S from all activity

types, the SQI was then calculated as per Equation 6.12 using template set TS .

Once SQIs were obtained, the top 2%, bottom 2% and middle 50th percentiles of SCG

segments were identified according to the DTFM-based SQI for one of the subjects in Pro-

tocol 1 during each of the rest, exercise, and exercise-recovery periods. These activities are

listed in increasing order of typical SCG corruption; a valid SQI should therefore stratify

scores for these levels such that an investigator may accurately discern signal corruption.
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As a visual example of how the SQI stratifies signals based on quality, Figure 6.4(a) shows

how the DTFM-based SQI visibly stratified signal segments taken from the different activ-

ity levels for this subject. This result demonstrates that the SQI as defined in Equation 6.12

is able to identify high- and low- quality SCG segments when the both between and within

activity levels. Compared to the top 2%, signals in the 50th percentile contain more noise

in the first and second signal minima, which are often extracted as AO point correlates.

Though there is no absolute reference standard for SCG, segments with higher SQI appear

more uniform than those with lower SQI, and the high-energy oscillation in the first half

of the signal — often associated with the AO point and systolic ejection — is more clearly

distinguishable. The stratification of signal segments by SQI is an essential component of

the overall QAM system. Improving stratification between activity levels better enables

tailoring the quality threshold based on the tolerance of processing algorithms.

To assess whether the above heuristics for manual annotation were reflected by the

automated SQI, the SQI assigned to each segment using all 15 template sets was plotted

against the average score given to each segment by the 10 annotators. Using linear regres-

sion, a single best-fit line was generated for this data, and the R2 value of the linear fit

was determined for each activity level. As detailed in [161], R2 is the ratio of the variance

explained by the linear fit relative to the total variance; a higher R2 thereby indicates a

stronger relationship between the two scores.

Figures 6.4(b)-(d) show the relationship between DTFM-based SQI scores and those

from visual manual annotation. Positive linear relationships are apparent at all activity lev-

els, though this correlation is somewhat lower during walking. The results of this figure

suggest that the heuristics by which human annotators scored the signal — including rela-

tive quality of features related to AO and AC — were reflected by the DTFM-based SQI.

This follows intuition: since AO and AC generally yield high-energy features in the signal,

distance minimization algorithms would incur a large penalty if these features were not

identified and matched between the signal and template.
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6.9 Quantitative Evaluation of the SQI for Noise Characterization

To analyze the performance of the SQI with increasing template set size, we perform the

following method for each set size n, n ∈ [1, 15]. For each subject S, we first chose n

template sets at random from the 15 held-out sets to form the truncated set T {n}
S . This

set was then used to compute the SQI of Equation 6.12 for all segments si belonging to

subject S. Once this process was repeated for all 16 subjects, the scores for all subjects

were combined into four vectors, one for each activity level.

To determine whether there was significant stratification present between SQIs for the

four activity levels, and to what extent, the Friedman test was used [161]. The Friedman

test is a non-parameteric test for determining the separation amongst data from different

classes. Generally, a larger Friedman test statistic denotes higher separation between the

levels, however it does not give insight into pairwise separation. To obtain this insight,

we applied post-hoc analysis by using a Wilcoxon rank-sum test. As described in [161],

this test returns the probability (p-value) that the separation between each pair of levels

was achieved by chance. In this study, a p-value of less than 0.05 indicates statistical

significance.

Since there may be numerous ways to select a subset of the 16 templates for each set

size n, many combinations of templates were sampled at each step, up to 1000 combina-

tions (not all set sizes had a large number of available combinations). This yielded up to

1000 trials for each n, with the Friedman and pairwise test results recorded for each trial.

The process was performed twice, once using each distance metric. The scores assigned

via manual annotation were analyzed using the same method; specifically, the Friedman

test with Wilcoxon rank-sum post-hoc testing was used to determine overall and pairwise

score stratification. To visualize the effect of the number of human annotators on score

stratification — as with the SQI — this analysis was performed using subsets of the anno-

tators with increasing size, from 1 to 10. For each set size, the test statistics were computed
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using scores from all possible combinations of annotators.

The ability of the different quality indexing methods to distinguish signals from differ-

ent activity levels is shown in Figure 6.5(a). As shown in the figure, DTFM more effectively

stratifies SCG segments taken during different activity levels based on their SQI compared

to DTW. This is especially apparent between the rest and recovery periods, which DTW

ranks as higher quality, in opposition to the visual scoring gold-standard. For this reason,

the DTFM-based SQI produces a stratification that is more congruent with visual scoring.

These results are reflected in Figure 6.5(b). Notably, all scoring methods produce test

statistics which are relatively high compared to the chi-square critical value of 7.82 for

3 degrees of freedom. Since the relative value of the test statistic is due to differences

in variance and not necessarily the validity of the scores assigned by each method, Figure

6.5(b) does not suggest that one method is better than the other. Rather, the result of interest

is that, for DTFM-based SQI, increasing the number of reference templates or annotators

increases score stratification. This suggests that, though there is no reference standard SCG,

there are patterns on the population level which may be synthesized to effectively assess

a signal. Furthermore, the relative separation when using DTFM increases compared to

DTW as more templates are used, indicating that the addition of templates has a greater

marginal benefit for DTFM.

Figure 6.5(c) shows the results of Wilcoxon rank-sum testing on the SQI scores across

the four activity levels as the number of template sets is increased. Notably, using DTFM-

based SQI typically requires fewer template sets to achieve significant separation between

the pairs of activity levels compared to DTW. As expected from Figure 6.5(a), separating

scores from rest and recovery periods was more difficult than distinguishing rest from exer-

cise period scores for all methods, with visual scoring not achieving significant separation

at all. DTW-based SQI and visual scoring were also unable to significantly distinguish sig-

nals captured from different exercise levels, though DTFM-based SQI achieved this with

relatively few template sets. Though this does not serve as an indictment of DTW or visual
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scoring, it does suggest that DTFM may be a more appropriate SQI metric than DTW for

identifying nuanced differences in the SCG signal, supporting the observations that will be

shown in Figure 6.7.

6.10 A SQI-Based Ensemble Classifier for Sensor Localization

To determine an appropriate classifier for SCG signals, we start with the assumption that

signals drawn from a source distribution — or class — will generally receive a higher SQI

from templates created from the same class compared to others. If this assumption always

held true, classification would be quite simple: given N classes, we define a template

set T = {t1, t2, ..., t|T |} where ti is a template created from signals from the ith class.

Classifying the input signal s could be determined by

C?
T (s) = argmax

i
SQI (s, ti) (6.13)

where C?
T (s) is the class of s predicted by template set T . The selected class is there-

fore the value of the argument i which maximizes the SQI. In reality, since there is no

known prototypical SCG signal, the classifier C?
T may not generalize well due to its high

dependence on template quality.

One way to compensate for template quality variability is to determine the prior like-

lihood of the template to give a certain SQI to signals from each class. To do this, we

re-frame the classification problem in Equation 6.13 as

CT (s) = argmax
i

PY |X(Y = i | X = x) (6.14)

PY |X is the probability that the true class of s is Y given the vector x of SQIs assigned to
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the signal by the template set. Using Bayes’ rule, Equation 6.14 is equivalent to

CT (s) = argmax
i

PX|Y (X = x | Y = i)PY (Y = i)

PX(X = x)

= argmax
i

PX|Y (X = x | Y = i)PY (Y = i)

(6.15)

since we are given x. This probability distribution may be learned based on training data,

a technique called Bayes estimation. The learning process may be greatly accelerated by

imposing assumptions on the probability distribution; among the most common types are

linear discriminant analysis (LDA), in which the distributions are assumed to be Gaussian

with fixed covariance across classes; and quadratic discriminant analysis (QDA), in which

the covariance restriction is lifted [92]. In this chapter, we utilize QDA in order to model

potential relationships between templates in a set.

Even with Bayesian methods, accurate classification with Equation 6.15 still relies on

the quality of the template set, and thus CT is a weak classifier. However, predictive per-

formance of this method may improve by using ensemble prediction. Ensemble prediction

is a robust technique whereby several weak classifiers act in unison to generate stronger

predictions [142]. Ensemble methods have long been applied to cardiac signal processing,

especially ECG [162–166]. As predictive performance of an ensemble classifier relies on

diversity of its members, methods such as bagging and boosting are often employed during

training. In this work, diversity was induced by increasing the number of template sets,

and thus no boosting or bagging methods were used. Once the classifiers are trained, their

individual predictions are combined to produce one prediction from the ensemble [142].

To apply ensemble prediction to this method, consider the superset M composed of

unique template sets such that M = {T1,T2, ...,T|M |} where |M | is the number of tem-

plate sets. After training each classifier as per Equation 6.15, we can obtain a majority vote
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Figure 6.6: Overview of ensemble voting with template sets. A template set is composed
of a group of templates, each derived from SCG signals belonging to a different class. Each
template assigns the incoming signal a SQI. For each set, the SQI values are mapped to the
most likely classification (accounting for variability in template quality), which represents
the vote of the template set. The final prediction is the mode class of all template set votes.

from the superset M on signal s as

VM (s) = mode
Ti∈M

CTi
(s) , (6.16)

which returns the most common prediction across all templates in set M . An overview

of this method is shown in Figure 6.6. By selecting diverse template sets — such as by

constructing each template set from a different subject’s data — the generalizability of this

model improves, becoming less sensitive to the quality of any individual template. This

property is valuable in SCG processing, as quality templates are difficult to identify.

6.11 Evaluation of SQI-Based Classifier for Sensor Localization

The classifier of Figure 6.6 was used to detect and localize sensor misplacement using the

dataset from Protocol 2. This task was attempted in [66] using random forest classification
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on extracted features to detect, but not localize, SCG misplacement. Since the SCG sensor

was placed in five different locations, this is a five-class classification problem. We denote

these locations as C (center), L (left), R (right), T (top), and B (bottom). As described in

[66], a sensor is considered misplaced whenever it is not located in C.

To demonstrate the performance of the classifier of Figure 6.6 on held-out subjects, we

began by constructing 10 subject-specific template sets, one for each subject in Protocol 2.

Each template set was composed of five templates, generated with the averaging protocol of

Algorithm 1 from the subject’s resting-period segments from each of the five accelerometer

positions. Note that because the center position in the protocol was tested on two separate

days for each subject, data from both days was combined for template generation and

validation. Thus, the template set for each subject S was TS = {tsC , tsL, tsR, tsT , tsB}. These

template sets were then combined into a superset M = {T1,T2, ...,T10}.

Next, the following was performed for each held-out subject S. A new superset MS

was defined, composed of only held-in subjects, such that MS = {Ti}, i ∈ [1, 10], i 6= S.

To use this superset for classification purposes, we first characterized the prior distributions

of each of the 9 held-in sets as per Equation 6.15. This distribution was modeled as a

multivariate Gaussian such that the ith template set had a 5x5 matrix of means µi and one

5x5 covariance matrix per class Σi = {ΣC
i ,Σ

L
i ,Σ

R
i ,Σ

T
i ,Σ

B
i }. This setup is analagous to

treating each set as a separate QDA classifier [92].

For each set Ti in MS , these parameters were learned by obtaining the SQI for each

template tij , j ∈ {C,L,R, T,B}, against all resting-period segments from held-in subjects

using Equation 6.11. µi was then calculated as the mean score of each template tij for

each class; each element in Σi was calculated as the covariance of SQIs between the five

templates in Ti for each class, respectively. Once the prior distributions were estimated,

predictions were generated for all segments for subject S using superset MS as per Equa-

tion 6.16. This process was performed twice, once using DTW and once using DTFM as

distance metrics. Note that because diversity in the model is driven by template variation,
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methods of selecting training data such as bagging and boosting were not used in this study.

The prediction and target values for each subject were combined into a confusion matrix to

show held-out predictive performance across the 10 subjects.

Predictive performance was analyzed as a function of the number of template sets

(n = [1, 9]) and number of signal segments per prediction (m = [1, 9]). The former was

achieved by limiting the size of MS , selecting a random subset of size n on which to per-

form the analysis. The latter was achieved by selecting m segments at random from a

random class for the held-out subject, predicting the class by returning the most common

prediction over the m segments. For each subject, this process was performed 100 times

for each of 81 pairs of values (m,n).

To compare results with [66], F1 scores were obtained for binary detection. Namely,

the five-class problem was reduced to a two-class problem, where predictions and targets

took the form C and C̄, where C̄ , {L,R, T,B}. The F1 score was then calculated as

F1 =

[
2PR

P +R

]
, P =

[
TP

TP + FP

]
, R =

[
TP

TP + FN

]
, (6.17)

where P is precision, R is recall, TP are true positives, FP are false positives, and FN are

false negatives. The F1 scores were calculated and recorded for each pair (m,n) across

all trials and held-out subjects. The average F1 score was obtained for each pair (m,n) by

averaging all recorded scores corresponding to each pair.

Performance of the ensembled QDA classifier for SCG misplacement detection is shown

in Figure 6.7. Notably, the DTW-based classifiers had lower performance in correctly clas-

sifying centrally-placed SCG sensors, leading to lower precision in detection. This is likely

due to the fact that, for each subject, data for centrally-placed sensors was taken across two

separate days, as opposed to the other locations which were obtained on a single day. This

introduced variability in sensor placement — and possibly the subject’s physiological state

— within the class. In contrast to DTW, DTFM-based classifiers were better able to handle
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Figure 6.7: Confusion matrices for ensemble classification of signal misplacement using
(a) DTW and (b) DTFM. Placement locations are center (C), left (L), right (R), top (T), and
bottom (B). The matrices are column-normalized to highlight accuracy of predictions. The
F1 scores for binary classification (center or off-center) using (c) DTW and (d) DTFM are
shown below.

this variability.

SCG waveforms are, by nature, both transient and subject-specific. This means that,

across patients and across recording sessions, subjects’ baseline SCG morphology may

change. Performing held-out cross validation addresses this factor; with this method, pre-

dictions of sensor position did not incorporate knowledge of the subjects’ baseline, pro-

totypical SCG waveform. An implication of these results is that, even with such diverse

waveforms in the training set, stereotyped changes in morphology existed with each sensor

position.

Figures 6.7(c) and (d) show the F1 scores for misplacement detection as a function

of the number of template sets used by the classifier and number of SCG segments used

for each prediction. For DTFM-based classifiers, performance improved with more tem-

plate sets and segments per prediction. The former is because, as previously demonstrated,
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SQI performance generally improves with the number of reference templates; the latter is

because, as long as the classifier predicts the correct location more often than any single

incorrect location, incorporating more data into each prediction increases the likelihood

of correct prediction. For binary classification, DTFM-based classifiers achieved an F1

score of 0.83; these results are comparable to the F1 score of 0.82 achieved in [66] for

the same task, though held-out validation was not used in [66]. Furthermore, these results

extend prior work by demonstrating the ability to localize SCG misplacement as well, with

diminishing error as the number of SCG segments per prediction is increased.

6.12 On the Probability of Prediction Error

To explore the above statement, we begin by observing that the nature of this classification

task allows for multiple observations to be considered for each prediction. Intuitively, if

the classifier predicts the correct location more often than any single incorrect location,

incorporating more data into each decision increases the likelihood of correct prediction.

Extending this intuition, given a column-normalized confusion matrix, where columns rep-

resent the true class and rows represent the predicted class, classification error will con-

verge to 0 as datapoints per prediction increase if the mode of each column is located on

the matrix diagonal.

To model this heuristic and determine the number of observations necessary to assure

high performance, we upper-bound the probability of prediction error Pe given the confu-

sion matrix of the classifier as a function of the number of observations per prediction B.

Consider a column-normalized confusion matrix C ∈ RN×N , where each column repre-

sents the true class and each row represents the predicted class. Thus, each element in C

represents the probability pij of predicting class i when the true class is j. Assuming all
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classes are equally likely to occur, we express the probability of prediction error as

Pe(B) =
N∑
j=1

PX|Y (X 6= j | Y = j)PY (Y = j)

=
1

N

N∑
i,j=1
i 6=j

PX|Y (X = i | Y = j)

(6.18)

where X is the predicted class and Y is the true class. This is the probability that the

predicted class is different than the true class. Since the final prediction is defined as the

mode of predictions on each batch of observations, an error occurs if any false class i is

predicted more than any of the other classes. In other words,

Pe(B) ≤ 1

N

N∑
i,j=1
i 6=j

B∑
k=1

P (Sij(B) = k)
N∏
`=1
`6=i

P (S`j(B) < k) (6.19)

where Sij(B) is the number of times the event X = i, Y = j occurs over the course of B

observations. This is an upper-bound because the constraint that the number of observed

events must total B has been lifted. We further simplify this expression by noting that each

term in the product has a value in [0,1]. By definition, the result can never exceed the

smallest term in the product. In this case, the smallest term in the product is P (Si?j(B) <

k) where i? := argmaxi 6=jpij . Thus, we further upper-bound the probability of error by

Pe(B) ≤ 1

N

N∑
i,j=1
i 6=j

B∑
k=1

P (Sij(B) = k)P (Si?j(B) < k). (6.20)

Finally, we observe that the probability of selecting a certain class k times across B

observations can be modeled as a binomial distribution parameterized by the probability of

selecting the class X given the true class Y . We thus replace the probability terms in the
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previous equation with the binomial probability density function:

Pe(B) ≤ 1

N

N∑
i,j=1
i 6=j

B∑
k=1

β(k,B, pij)
k−1∑
`=0

β(`, B, p?j) (6.21)

where β(k,B, p) is the binomial PDF evaluated at k event occurrences overB observations

with event probability p, and p?j := maxi pij .

Performing the analysis from Equation 6.21 on the confusion matrices of Figure 6.7(a)

and (b) yields the results in Figure 6.8. Since the probability of prediction error for DTW

is bounded away from 0 due to misclassification of centrally-placed SCGs, overall perfor-

mance does not improve despite improvements when predicting the remaining classes. The

error-bounding of Figure 6.8 is significant because the use-case of misplacement detection

allows for the assumption that more than one segment may be used per prediction. Thus,
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if the confusion matrix for a given classifier is generalizable to held-out subjects, one may

obtain a reasonable upper-bounded prediction error for each class, using this to determine

how many segments to obtain.

6.13 Effect of Template Selection Method on Classification

While the results of Figure 6.7 demonstrate the ability to localize SCG sensors at rest, a

drawback of selecting templates using the averaging method of Algorithm 1 is that such

methods may not be appropriate when signals are non-stationary, such as during the exer-

cise recovery period. To explore this limitation, the goal of this section is to compare the

performance of the averaging method of template generation with the template selection

method of Chapter 6.4.2.

Templates in this section were defined as signal segments which were most similar

to the other segments for the same subject and sensor position. To select templates, we

first define Xs,p as the set of SCG signals during exercise recovery for subject s ∈ S

and position p ∈ P = {C,L,R, T,B} collected during Protocol 2. For each signal

segment xi ∈ Xs,p, the average distance di was calculated via Equation 6.1. Notably,

though different distance metrics may be used, the DTFM distance was used to maintain

consistency with the previous sections. Subsequently, signals were ranked based on their

average distance, with a lower distance representing greater fitness.

Classification was performed using leave-one-subject-out cross validation (LOSO-CV).

For each held-out subject s? ∈ S , the optimal template — or, the template which mini-

mized Equation 6.1 — ts,p was selected for each remaining (held-in) subject s ∈ Shi,

Shi = S − {s?}, and position p ∈ P during exercise recovery. For each SCG segment

xi ∈ Xhi, where Xhi is the set of SCG segments from exercise recovery from all sensor

positions and all held-in subjects, the SQI was calculated between xi and each template

ts,p. This yielded |Shi| × |P| = 45 SQI scores for each signal xi.

From here, several different classifiers were trained to map the feature vector of 45
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SQI scores per segment to its sensor position. These included: linear (LDA) and quadratic

discriminant analysis (QDA); k-nearest neighbors (k-NN) with 1, 10, and 100 neighbors;

and support vector machines (SVM) with linear and quadratic kernels. These models were

chosen due to their relative simplicity in terms of hyperparameter tuning. Models were

trained using the MATLAB classification learner toolkit with five-fold cross validation.

To test these models, each signal segment x?i ∈ Xs?,p for the held-out subject s? and

position p during exercise recovery was analyzed by first calculating its SQI scores relative

to the templates ts,p∀s ∈ Shi, p ∈P and predicting the sensor position for x?i using each

model. Notably, vectors in Xs?,p were arranged in temporal sequence such that the output

of each model was also in temporal sequence.

Since the use-case of sensor localization does not require beat-by-beat prediction, the

effect of increasing the number of signal segments per prediction was analyzed. To do

so, a moving mode filter was then applied to the output vector y of each model such that

each prediction yi corresponding to x?i was the mode of a rolling window of y centered

on yi. This was performed for window sizes ranging from 1 to 60 signal segments. For

a particular sensor position and window size for the held-out subject, the prediction accu-

racy was calculated as the number of correctly-classified signal segments divided by the

total number of segments; for each window size, the overall accuracy for the subject was

then obtained by averaging the accuracy for each true position p. Following LOSO-CV,

this process was repeated for each subject held-out. The above process was repeated tem-

plates generated using Algorithm 1; to do so, each template ts,p was generated by applying

Woody’s algorithm toXs,p.

Finally, the above process was also repeated while increasing the number of selected

templates. Rather than choosing the optimal template only, multiple templates were chosen

which had minimal average distance, as defined by Equation 6.1, in their set. To observe

this effect, the process was repeated while increasing the number of templates selected per

subject and position from 1 to 5.
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Figure 6.9: Sensor localization using QDA classifier. (a) Column-normalized confusion
matrix for data from all subjects using one segment per prediction. (b) Accuracy averaged
across subjects versus the number of segments per prediction. Accuracy using synthetic
templates is shown (black, dashed), as well as for templates selected using the proposed
method. Darker shading of solid lines indicates an increasing number of templates per
subject and position.

Figure 6.9 demonstrates the performance of the QDA classifier because it was the

highest-performing model for this task, as will be shown. Figure 6.9(a) shows a cumu-

lative confusion matrix for each subject held-out using a single segment per prediction and

a single template per subject and position. As the matrix was column-normalized, the value

in each cell represents the percent of segments that were classified as the predicted position

given its true position. Though none of the position-wise accuracy results exceed 34%, the

mode of each column lies along the matrix diagonal, indicating that the correct location

was more likely to be chosen than any others for each heartbeat. Because of this, as more

consecutive heartbeats are used per prediction, the overall prediction accuracy would be

expected to increase.

Indeed, Figure 6.9(b) illustrates the effect of increasing both the number of segments

per prediction and number of templates on overall accuracy, which was averaged across

all subjects to obtain each curve. As shown, prediction accuracy greatly improved as the

number of segments per prediction was increased; furthermore, increasing the number of
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and 60 segments per prediction. Discriminant analysis (blue), k-NN (green), and SVM
(red) classifiers are indicated by color, with darker shading for higher complexity. NN =
nearest neighbors.

templates increased accuracy as well, an effect which compounded as more signal segments

were used.

Notably, the template selection protocol in this work outperforms averaging-based tem-

plate generation as was used in the previous sections. This is likely because methods of

template creation which employ averaging may distort signal features when the signals are

nonstationary. By selecting signals from the training set instead, feature distortion was mit-

igated. Another benefit is that multiple templates may be selected from each signal set to

achieve the desired performance. However, this also presents a significant drawback: the

number of model inputs increases linearly by a factor of |Shi| × |P|. As such, future work

should explore methods of reducing dimensionality of the feature vector based on learned

importance of the input features. In this manner, the number of templates used may be

quite large without causing model complexity to become intractable, perhaps enabling the

desired prediction accuracy without requiring a large number of segments per prediction.

Figure 6.10 shows the performance of each model, averaged across all subjects, with

one template per subject and position and a window size of 60 segments. As illustrated,

QDA outperformed the other models in this experiment. While corroborating the work
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of this chapter which derived the QDA classifier for this template-based method, future

work should explore more complex models such as decision trees and neural networks

may substantially improve performance.

6.14 Conclusions and Future Work

In this chapter, we proposed a method of SCG signal quality assurance based on quality

indexing and classification. By using population-based methods, these tasks were accom-

plished despite having no standard baseline for SCG. Furthermore, the fact that the results

of this study were obtained using held-out validation has significant implications for using

the proposed QAM in ambulatory environments where there may not be an opportunity

for subject-specific sensor calibration, or on low-power devices where such learning is not

possible.

Notably, the SQI and ensemble classifier presented in this work derive from a unified

method. Namely, the SQI of Equation 6.12 can be viewed as a special case of the ensemble

classifier of Figure 6.6, where each template set contains a single resting-period template

and the mean SQI is returned as a result. Unification of the traditionally disparate tasks of

quality indexing and signal classification is a key result of this work.

A driving force in biomedical informatics is the use of feature-mining coupled with

often highly-nonlinear models to perform classification and regression tasks. For instance

[66] extracted 26 signal features coupled with XGBoost classification to perform SCG

misplacement detection. In this work, the SQI is used as the sole feature type in a linear

QDA classifier, yielding a method that is effective for this task while remaining intuitive

and interpretable. This result is essential because it not only illustrates the broader potential

of the SQI but also demonstrates that robustness and interpretability are not necessarily

incongruent. For informatics as a whole, developing intuitive and interpretive models as

opposed to black-box systems is an important component in the eventual acceptance of

these models by the medical community.
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Finally, an important implication of this work is the observation of population-level

behavior of SCG morphology. While the SCG is considered both patient-specific and tran-

sient, the ability to classify sensor placement without user calibration suggests that there

exist high-level patterns in these waveforms despite their stochastic nature. Future work

should explore this result, as it may eventually lead to more robust and generalizable meth-

ods of analysis.

Regarding SQI assessment, this study only explored four noise levels; to further val-

idate generalizability of this method, more noise levels should be tested, namely those

encountered in outpatient monitoring scenarios, for example noise due to clothing interfer-

ence, speaking, and upper body movements. For sensor misplacement, the dataset used in

this study featured larger displacements (5–7.5cm) than may typically be encountered in

at-home settings, and only tested the four cardinal directions. Future work should demon-

strate the efficacy of this method for more minute displacements and in different directions.

A key limitation of the ensemble classifier is that misplacement is detected only during the

resting period. While held-out validation shows that this approach generalizes well, classi-

fication during the resting period only is a limitation compared to prior work. Future work

should build on these results by validating this classification method against other source

distributions of interest in SCG processing.
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CHAPTER 7

PHYSIOLOGICAL MONITORING VIA SIGNAL DYNAMICS

7.1 Summary

Upon identifying high-quality SCG signal segments, the following step is to perform CTI

inference. To do so, this chapter begins by exploring the consistent low-dimensional dy-

namics of SCG signals, showing that these dynamics may be used to infer CTIs such as

PEP and LVET. We begin in Chapter 7.2 by exploring the dynamics of SCG signals them-

selves, showing that these signals are characterized by a consistent low-dimensional man-

ifold structure despite time-domain variability. It is then shown that displacement along

these manifolds corresponds to changes in PEP; as part of this process, it will be shown

that the SQI introduced in Chapter 6 naturally conforms to this low-dimensional structure,

leading to the emergence and enhancement of these manifold structures and supporting the

use of this SQI for SCG processing. The connection between these chapters will be re-

visted in Chapter 7.3. Subsequently, Chapter 7.4 moves further up the chain of causality,

modeling SCG signals as stochastic samples from an underlying dynamic process governed

by autonomic feedback. In this manner, it is observed that the dynamics of SCG signals

are affected by sensor position; however, if sensor position is known, its effect on these

observed dynamics may be mitigated, allowing for the algorithmic correction of sensor

misplacement and the estimation of both PEP and LVET.

7.2 Harnessing the Manifold Structure of SCG for CTI Estimation

7.2.1 Overview

An important factor impeding the ubiquitous application of SCG for cardiac monitoring

is that morphological variability of the signals makes consistent inference of CTIs a dif-
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ficult task in the time-domain. In this section, we introduce and explore the observation

that SCG signals follow a consistent low-dimensional manifold structure during periods of

changing PEP induced in a porcine model of hemorrhage. Furthermore, we show that the

distance traveled along this manifold — which may be estimated using a rapid manifold-

approximation method — correlates strongly to changes in PEP (R2 = 92.5%). This

method allows the SCG signal to be abstracted from the time-domain, laying the ground-

work for robust, morphology-independent processing methods. In this section, we also

explore the relationship between signal quality and the manifold structure of SCG signals,

showing that signal quality may be defined in terms of the signals’ conformance to under-

lying low-dimensional dynamics rather than morphological features. Ultimately, this work

represents an important advancement in SCG processing and, thereby, the next generation

of cardiac monitoring.

7.2.2 Introduction

The goal of this chapter is to introduce an approach to PEP estimation from SCG signals

which is abstracted from the time-domain, focusing instead on the inherent dynamics of the

signal. Namely, we will demonstrate that SCG signals exhibit a consistent low-dimensional

manifold structure during periods of hemodynamic change, and that displacement along the

manifold is linearly-related to changes in PEP. To obtain an accurate estimate of displace-

ment along the manifold, we begin by using the classic ISOMAP algorithm; however, as

this approach is computationally complex and thereby impractical for wearable systems,

we then show that high performance may still be achieved with a manifold approximation

approach [84]. Manifold approximation algorithms have historically be used to map data

to nonlinear subspaces in an efficient yet robust manner [167].

The performance of manifold mapping methods of PEP estimation is reliant upon iden-

tifying and removing low-quality signal segments. To explore this effect, we utilize the

SQI of Chapter 6 to assess the quality of SCG signals, showing that the SQI preferentially
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Figure 7.1: Overview of this section. Hemodynamic changes such as modulation of PEP
are reflected in the SCG signal. After an initial step of quality indexing to remove noisy sig-
nals, the remaining SCG signals are confined to a low-dimensional manifold. The distance
traveled by the signal along the manifold may be used to infer changes in hemodynamic
indicators such as PEP in a manner that is abstracted from time-domain features.

identifies points lying off the manifold as lower quality. To understand why this happens,

we demonstrate experimentally that the dynamic time warping (DTW) algorithm on which

the SQI is based exhibits manifold structure intrinsically in its estimation of distance. This

property serves as both a validation of the proposed SQI and advances our notion of what

it means for an SCG signal to have high quality: rather than define signal quality by the

time-frequency characteristics of the signal, we may instead define it based on conformance

to underlying low-dimensional dynamics. Note that, although DTFM was also used as a

distance metric in Chapter 6, DTW was used in this chapter for simplicity of analysis.

The overall process proposed in this section is illustrated in Figure 7.1; SCG signals are
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first obtained from a chest-mounted accelerometer during periods of hemodynamic change.

In this study, changes in PEP are induced via simulated hemorrhage and fluid resuscitation

in a porcine animal model. The critical benefit of using a porcine model in this work is

that large changes in blood volume could be induced, better simulating clinical use-cases

while closely approximating human cardiovascular physiology [168]; and (2) this allowed

for collecting gold-standard measurements of PEP from direct cardiac catheterization [12,

169]. To estimate these induced changes in PEP, the first step is to remove low-quality

signals using the SQI. Following this, the SCG signals are nonlinearly-mapped to positions

on a low-dimensional manifold, which may in turn be linearly-mapped to changes in PEP.

This section is organized as follows. We begin by describing the experimental proto-

col, in which changes in PEP are induced in a porcine animal model. After formulating

the manifold mapping and SQI methods used in this work, the relationship between man-

ifold displacement and changes in PEP are analyzed. To close, the effect of the proposed

SQI on performance of this task is quantified, and the relationship between DTW and the

manifold structure of SCG signals is further explored. Ultimately, inferring cardiome-

chanical indicators such as PEP in a manner that is abstracted from the time-domain may

serve as a harbinger for robust, morphology-independent methods of both processing and

understanding SCG signals. Doing so represents a critical step in enabling reliable non-

invasive monitoring of cardiomechanical function in clinical and outpatient environments

using SCG. Specifically, the contributions of this section include:

1. Demonstrating that SCG signals exhibit a low-dimensional manifold structure during

complex physiological processes such as changes in blood volume;

2. Inferring changes in PEP from these manifolds as a method of SCG processing that

is abstracted from the time domain;

3. Demonstrating that SCG signal quality may be understood in terms of the signals’

conformance to underlying dynamics rather than morphological features.
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Figure 7.2: The PEP computed for each heartbeat during the protocol from the aortic pres-
sure waveform of Pig 1. Darker red shading indicates higher blood volume loss (7%, 14%,
and 21% respectively).

7.2.3 Experimental Protocol

The experimental protocol and hardware for this section are largely described in Chap-

ter 5.3. For this section, however, an additional component of the protocol is included.

After the safety threshold was reached for each animal subject, blood collected in a ster-

ile container was re-infused through the arterial line at the same levels of blood volume

loss, pausing for approximately 5-10 minutes once each level was reached. This process

was continued until all exsanguinated blood was re-infused, simulating treatment for hy-

povolemia via fluid resuscitation. Figure 7.2 shows the PEP derived from the aortic root

catheter during the experimental protocol for Pig 1, the calculation of which was detailed

in Chapter 5. Additionally, Table 7.1 shows the maximum BVL reached by each pig as

well as the number of SCG signal segments available for processing. Note that signals were

heartbeat-segmented and processed in the same manner as detailed in Chapter 5.

Animal Max BVL No. of Samples
Pig 1 21% 18,916
Pig 2 28% 16,985
Pig 3 21% 10,956
Pig 4 21% 9,210
Pig 5 14% 13,400
Pig 6 28% 16,146

Table 7.1: Maximum BVL and available number of samples (heartbeats) for each animal
in the protocol.
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7.2.4 Notation

The matrix Xi ∈ RM×N denotes the row-wise matrix of M SCG signals of length N for

Pig i, such that Xi = {x1,x2, ...,xM}. The vector pi ∈ RM contains the catheter-derived

PEP values for each signal in Xi. In general, the subscript i indicates that the matrix or

vector belongs to Pig i. The matrix Xī denotes the row-wise matrix of SCG signals for all

animal subjects excluding Pig i; pī therefore contains the PEP values for each signal inXī.

The notation xj ∈Xi denotes the j th row (or, signal segment) inXi.

7.2.5 Outlier Removal via Signal Quality Indexing

Once heartbeat-separated SCG signals and corresponding AO reference values for each

heartbeat were obtained, the final step of pre-processing was to remove low-quality signals.

To do so, the SQI of Chapter 6 was used, though simpler in implementation. As described,

the SQI of each SCG signal segment was defined based on its distance from a template

signal via Equation 6.11. λ was set to 25 in this study as suggested in Chapter 6; note that

while this changes the numerical range of SQI values, it does not change the rank-ordering

of signal quality, and thus changing this value to another positive-valued real number would

not affect the results of this section. The distance metric used in this section was the DTW

algorithm; though Chapter 6 imposed additional constraints on the DTW algorithm, this

work imposed only the fundamental constraints of DTW.

The following processing was then performed separately for each animal. The first

100 heartbeat-separated SCG segments during the pre-hypovolemic baseline period were

averaged elementwise to form a template ti for the ith animal. Subsequently, the SQI was

calculated for each SCG segment xj ∈ Xi via Equation 6.11, and the signals were ranked

in order based on their SQI scores. A percentile threshold was then set on the scores, and

the signals which fell below the threshold were removed from subsequent processing. An

example is shown in Figure 7.3(a), in which the bottom 2% of SCG signals are highlighted

and removed for the data from Pig 1 (X1). For visualization purposes, PCA was performed
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Figure 7.3: (a) Outlier identification and removal for the SCG data from Pig 1. Points high-
lighted in red represent the bottom 2% of SCG signals as per the SQI. Data is visualized in
the first three PCA dimensions. (b) Initializing the warp path for a template box function;
the black squares represent required points for the path, as per the fundamental constraints.
(c) Generating an example warp path (green) following fundamental constraints. (d) Con-
structing a DTW-equivalent from the example warp path. Note that vertical paths in the
grid lead to stretching relative to the template, while horizontal paths lead to compression
relative to the template.

on the matrixX1, and the first three PCs were plotted.

7.2.6 Generating DTW-Equivalents

A result that is observable in Figure 7.3(a) and further demonstrated below is that SCG

signals exhibit a consistent low-dimensional topological structure despite their complex-

ity in the time-domain, with a minority of points forming outliers lying off the structure.

Interestingly, the SQI of Equation 6.11 preferentially ranks these outliers as having lower

quality with respect to the template; upon removing these outliers, the inherent topological

structure of the signals becomes more clear.

To explore why this occurs, we are interested in modeling the set of signals which
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are equivalent to the template t with respect to their DTW distance, also called its DTW-

equivalents. More formally, we would like to generate samples from the set Et, which is the

set of vectors in RN subject to D(e, t) = 0∀e ∈ Et. The process for doing so is illustrated

with a simplified example in Figure 7.3(b)–(d).

Figure 7.3(b) shows an example template t, which is a box function of lengthN = 8. To

sample from the set Et, we may generate a valid mapping for t and extrapolate the DTW-

equivalent from the generated mapping. These mappings, called “warp paths”, describe

the relationship between two signals in terms of the stretching and compression operations

that may be used to align the signal features. These paths are often represented as grids as

shown in Figure 7.3(c). As initially detailed in Chapter 6, the DTW algorithm imposes

several fundamental constraints on the warp path [160]. Once the warp path is generated,

a DTW-equivalent e may be constructed by mapping each point in t to one or more points

in e, as demonstrated in Figure 7.3(c).

To visualize the set of DTW-equivalents for SCG templates, the template t from Pig 6

was used. Valid warp paths were generated by repeatedly performing Monte Carlo simula-

tions in which the path began in the upper-left grid point and proceeded to the lower-right

grid point, with an equal probability of stepping horizontally, vertically, and diagonally

at each step, unless such a step would violate a fundamental constraint. The process was

repeated 5,000 times to generate a diverse set of warp paths. For each of these paths, a

DTW-equivalent was created following the process described above.

7.2.7 Nonlinear Dimensionality Reduction: ISOMAP

When the intrinsic dimensionality of a dataset — or, the number of latent or hidden vari-

ables — is lower than the number of dimensions in the observed feature space, a com-

mon result is that the data forms a lower-dimensional manifold embedded in the higher-

dimensional feature space. Less formally, the data may be constrained to a low-dimensional

subspace of the original feature space, though the subspace may be curved and nonlinear.
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Figure 7.4: (a) Data from Pig 1 over the entire protocol after removing outliers with an SQI
cutoff of 10%. (b) Illustration of the graph creation step of ISOMAP. (c) The manifold in
(b) mapped to a two-dimensional subspace using classical MDS. (d) Data from all animal
subjects after removing outliers with an SQI cutoff of 10% and applying the same PCA
transformation to all subjects. Colors correspond to the different animals (Pig 1 = blue;
Pig 2 = green; Pig 3 = orange; Pig 4 = purple; Pig 5 = red; Pig 6 = gold). (e) Manifold
approximation process overlaid on data from (d). The initial datapoint in the experiment
(blue) for each animal was mapped to a point on the reference circle (orange). Each sub-
sequent point was then mapped to the circle, with its angular displacement relative to the
initial point (positive = green; negative = red) recorded. Note that a unit circle was used in
this study, though a large circle is shown here.

In these cases, it is desirable to re-embed the manifold in a feature space closer to its in-

trinsic dimensionality to enable more robust processing. Ideally, the dimensions of the new

feature space may correspond to latent variables in the data, though this is not always a

straightforward task. When the relationship between the latent and observed variables is

approximately linear, linear dimensionality reduction techniques such as PCA are com-

monly used to identify a suitable subspace; otherwise, nonlinear methods may be more

suitable for identifying these more complex, curved subspaces.

A classic technique for learning and re-embedding manifolds is the ISOMAP algorithm,

124



the steps of which are illustrated in Figure 7.4(a)–(c) for the data in Figure 7.3(a). This

algorithm is composed of three parts [84]:

1. Graph Creation: A graph is constructed from a sub-sampling of points Gi =

{g1, g2, ..., gL} from the overall dataset Xi = {x1,x2, ...,xM}, which form the

nodes of the graph. A connection between nodes gj and gk are formed if and only if

there exists a point x` in the original dataset whose nearest neighbors are gj and gk

as per the Euclidian distance.

2. Geodesic Distance Estimation: The geodesic distance between each pair of nodes

gj , gk ∈ Gi is estimated by computing the shortest path between each pair of nodes

that traverses the graph’s connections. In this work, this is performed with the Floyd-

Warshall algorithm [170].

3. Manifold Re-Embedding: The goal of this step is to learn a mapping f : RL×N →

Y from the observation space ofGi to a lower-dimensional spaceY = RL×D which

preserves the geodesic distances between pairs of points in the graph. In this work,

we employ “classical” multidimensional scaling (MDS) to learn this mapping [171].

Specifically, MDS minimizes the loss function

L(f,Gi) =


∑

j,k

(
djkY − d

jk
G

)2

∑
j,k

(
djkY

)2


1/2

(7.1)

where djkY = ‖f(gj) − f(gk)‖2 is the Euclidian distance (or the `2-norm) between

f(gj) and f(gk) in the output space Y and djkG is the estimated Euclidian distance

between the feature vectors gj and gk [171].

To obtain an accurate embedding of SCG manifolds the SQI was first applied to the

data from each animal to remove outliers. The cutoff was increased in increments of 5%

from 0% to 20% to observe the effects of the SQI on the performance of this method.
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10% of the remaining signals were then randomly selected to form the set Gi as in [84].

The above algorithm was then performed to compute the geodesic distance between each

pair of nodes, and MDS was used to map each point in Gi to a two-dimensional subspace

Y = RL×2. This resulted in obtaining the vectors y(1)
i and y(2)

i ∈ RL, corresponding to

the mapping of each point in Gi to the two dimensions of Y respectively. In this work,

y
(1)
i was defined as the dimension which contained the larger variance, as shown in Figure

7.4(c). Two dimensions were chosen based on the observation that the SCG manifolds were

two-dimensional for all subjects, with Figures 7.3(a) and 7.4(a) showing representative

examples. Figure 7.4 provides an overview of this process for Pig 1. As the final step of

processing, the latent variable ∆y was obtained for each animal by computing the offset

of each element in y(1)
i from the initial element in the vector y(1)

i (0), such that ∆yi =

y
(1)
i − y

(1)
i (0). This was done in order to obtain the displacement of each point on the

manifold rather than the absolute position. As will be detailed, this latent variable was then

mapped to the change in PEP (∆PEP).

Figure 7.4(a) shows the data from Pig 1 after a 10% cutoff was applied using the SQI.

Note that while the data is plotted in the first three PCA dimensions, PCA was used for

visualization purposes only with regards to ISOMAP. Figure 7.4(b) shows the result of

graph creation, and Figure 7.4(c) shows the resulting mapping of the nodes of G1 to the

two-dimensional subspace Y . This process was repeated independently for all animals in

the protocol.

7.2.8 Nonlinear Dimensionality Reduction: Manifold Approximation

There are several drawbacks to using ISOMAP for manifold mapping. Estimating geodesic

distance between each pair of points is a computationally-intensive process; for instance,

the Floyd-Warshall algorithm has O(N3) complexity, though there exist slightly more ef-

ficient algorithms. Furthermore, ISOMAP is highly-sensitive to outliers, as these may

create skip-junctions across the manifold during graph creation, invalidating the calculated
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geodesic distance.

For practical application in wearable systems, we propose a simple manifold approxi-

mation algorithm for comparison to ISOMAP, illustrated in Figure 7.4(d) and (e). Figure

7.4(d) shows the data from all six animals, each with a different color, after applying the

SQI with a cutoff of 10%. The data from all animals was combined to learn a single PCA

transformation for plotting all the data on the same axes.

Since data from all animals exhibited consistent rotational dynamics, a simple mani-

fold approximation could be performed, as illustrated in Figure 7.4(e). For each animal,

a separate PCA transformation was learned from the data from the remaining five animals

(Xī) and applied to the data from the held-out animal (Xi). The initial sample from the

Pig i was then mapped to the nearest point on a unit circle in the plane of PC1 and PC2,

centered at the origin. Each subsequent point was then also mapped to the nearest point

on the unit circle, and the angular offset between the new point and the initial point was

recorded. This resulted in a vector ∆θi containing the angular offset for each SCG sig-

nal in Xi. This process is illustrated in Figure 7.4(e), and was also repeated with an SQI

cutoff increasing from 0% to 20% in increments of 5%. As will be detailed, the latent vari-

able ∆θ was then mapped to ∆PEP in an analogous manner to ∆y from ISOMAP. Unlike

the ISOMAP algorithm, the manifold approximation algorithm has O(N), and is thereby

much more rapid; this enabled performing the analysis on all available datapoints rather

than a sub-sampling. The total computation time of the ISOMAP algorithm for all subjects

was 16 minutes on a 3.6GHz Intel Core i7 7820X processor despite sampling 10% of the

available SCG signal segments; the corresponding time was 33 seconds for the manifold

approximation algorithm despite sampling all available segments.

7.2.9 Estimating Changes in Pre-Ejection Period

To determine whether there existed a relationship between SCG manifolds and PEP, we

began by visualizing trends in the data. For each animal, the SCG data was combined
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to form a matrix Xi ∈ RM×N after removing outliers with an SQI cutoff of 10%. The

data was visualized by performing PCA on the matrix Xi, and datapoints were shaded

based on the PEP magnitude. Gradations in shading corresponding to a particular axis

of the resulting manifold would suggest a relationship between the latent variables of the

manifold and PEP which may be estimated with manifold mapping.

Following this step, we would like to determine the extent to which changes in the latent

variables obtained from manifold mapping correlate with changes in PEP. Regarding the

ISOMAP method, the latent variable of interest is ∆y, which was obtained for each subject

upon performing MDS on the graph nodes. Regarding the proposed manifold approxima-

tion, the variable of interest is the offset ∆θ. For each animal, the vector ∆pi denoting

∆PEP was first computed by subtracting each element of the vector of ground-truth PEP

values pi from the initial value pi(0), namely ∆pi = pi − pi(0). The coefficient of de-

termination (R2) was determined between ∆ytot and ∆θtot — or, the vectors ∆yi and ∆θi

concatenated across all animals — and the corresponding changes in PEP ∆ptot after again

applying an SQI cutoff of 10% [161].

To yield more insight on the accuracy of these methods, ∆PEP was estimated using

leave-one-subject-out cross validation (LOSO-CV) for both the ISOMAP and manifold

approximation methods, and was performed separately for each SQI cutoff. For ISOMAP,

∆PEP was estimated from ∆y; for each animal, a vector ∆yī was created which contained

the values of ∆y for the remaining five animals in the study. This vector was mapped to the

corresponding vector of ∆PEP values ∆pī for each datapoint in ∆yī using least squares

regression of the form

βi = argmin
β̂

‖∆pī −∆yīβ̂‖2
2 (7.2)

where βi is the learned mapping. This mapping was then applied to the values of ∆yi for

the held-out animal, and the root-mean-square error (RMSE) between true and estimated

∆PEP was recorded for each animal [161]. This process was repeated for the manifold

approximation method, however a mapping was instead learned between ∆θ and ∆p.
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Figure 7.5: (a) – (f) Data from Pigs 1–6 respectively plotted on first 3 PCA dimensions,
with transformations computed separately for each animal. Shading corresponds to PEP,
with darker shading indicating larger PEP. Colorbars are shown for each animal, indicating
PEP in milliseconds.

7.2.10 Performance of PEP Estimation

The manifolds formed by SCG signals during the experimental protocol are shown in Fig-

ure 7.5(a)–(f) for each of the six animals respectively. In the PCA dimensions pictured, it

is apparent that a similar two-dimensional semicircular manifold was preserved across all

animals in the study. Furthermore, color gradation is present across the major axis of the

manifold, which corresponds to the axis along which ∆y and ∆θ were measuring displace-

ment. Therefore, Figure 7.5 indicates that changes in PEP were related to displacement

along the major axis of the manifold in this study.

The relationship between ∆y and ∆PEP is further explored in Figure 7.6(a), which

shows a strong positive correlation resulting in an R2 of 95.3% across all subjects. Cor-

respondingly, Figure 7.6(b) shows a strong positive correlation between ∆θ and ∆PEP,

resulting in an R2 of 92.5% across all subjects. Building on these results, Figure 7.6(c) re-

ports the RMSE for estimating ∆PEP using the latent variables derived from ISOMAP and
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Figure 7.6: (a) The latent variable ∆y derived from ISOMAP plotted against ∆PEP. (b) The
latent variable ∆θ derived from manifold approximation plotted against ∆PEP. (c) Error
in estimating ∆PEP using ISOMAP and manifold approximation, respectively. Colors in
(a)–(c) correspond to animal-specific colors in Figures 7.4(d) and 7.5. (d) The effect of the
SQI percentile threshold on the R2 between ∆y and ∆PEP (dark gray) as well as ∆θ and
∆PEP (light gray).

manifold approximation respectively using held-out cross validation. The median RMSE

was lower for ISOMAP at 1.38ms, though manifold approximation still estimated ∆PEP

with a median RMSE of 2.45ms. Prior literature in the field of PEP estimation from SCG

has focused on estimating the precise timing of PEP rather than relative changes as was

performed in this work. Placing the results of Figure 7.6(c) into context, the RMSE for

automated PEP estimation in prior studies has typically fallen between 9–12ms, depending

upon the method and reference [51, 172].

On the one hand, estimation of ∆PEP rather than PEP itself is a limitation of a manifold

mapping approach compared to prior literature; however, this may in turn enable physio-
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logical monitoring in a morphology-free manner. Consider Figure 7.4(d), which shows the

SCG manifolds for all animal subjects on the same axes. Though the orientation of each

manifold varied due to differences in morphology, the underlying dynamics which gener-

ate the manifold were consistent across subjects. This enabled consistent determination of

displacement along the manifold despite its morphology-dependent position, as performed

with both ISOMAP and manifold approximation. In this manner, a shift in perspective

from the time-domain to signal dynamics may be the key to unlocking morphology-free

SCG analysis, enabling more robust processing.

These results have further implications which transcend PEP estimation with SCG sig-

nals. Namely, the observation of consistent low-dimensional manifold structure in SCG

signals suggests that (1) these signals have low intrinsic dimensionality despite their ob-

servation in high-dimensional vector spaces; and (2) that the latent variables describing

these intrinsic dimensions have consistent dynamics for the same physiological stimulus,

in this case changes in blood volume due to exsanguination and fluid resuscitation. These

observations may represent a shift in how we understand SCG signals: rather than focusing

on time-domain features of these signals, data with such properties may be better under-

stood in terms of their low-dimensional dynamics, which lack the stochasticity of signal

morphology.

The SCG data forming the manifolds in Figure 7.4 and the results in Figure 7.6 were

obtained during both exsanguination and fluid resuscitation. For this reason, these results

demonstrate the clinical potential for reliable physiological estimation from SCG signals

during trauma-induced hemorrhage and subsequent treatment. Namely, estimating indica-

tors of cardiomechanical function such as PEP noninvasively may enable new clinical tools

to allow healthcare providers to manage trauma injury, serving as additional indicators of

the severity of hemorrhage and the patients’ response to fluid resuscitation. By estimating

changes in PEP in a morphology-independent manner, these results represent an important

step in addressing the major limitations preventing the ubiquitous application of SCG in
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clinical environments such as these.

7.2.11 Effect of the SQI on Manifold Mapping

The effect of increasing the SQI cutoff on manifold-derived estimation of ∆PEP is detailed

in Figure 7.6(d). As illustrated, the performance of both ISOMAP and manifold approxi-

mation improved as the cutoff was increased, an effect which diminished once a threshold

of 10% had been reached. Figure 7.3(a) serves as a representative example of why this

was the case for ISOMAP: removing low-quality signals as defined by the SQI resulted

in the emergence of the two-dimensional manifolds of Figure 7.4, which could in turn be

embedded more reliably in the two-dimensional output space Y . Regarding the proposed

manifold approximation, preserving points which better reflected the underlying rotational

dynamics of the signal led to more accurate approximation of angular offsets.

Importantly, the low percentage threshold at which performance of these manifold map-

ping algorithms leveled off suggested only a minority of SCG points could not be described

by a low-dimensional manifold structure. The implication of this observation is that the

manifolds observed in Figure 7.4 were not merely consequences of applying the SQI to

inherently high-dimensional data; rather, the data itself was predominantly described by a

low-dimensional manifold to begin with, with a minority of signal segments forming out-

liers. This supports the assertion that a low-dimensional manifold structure is intrinsic to

SCG signals and were not merely a consequence induced by the SQI itself. Conversely, this

result highlights the importance applying signal quality indexing before searching for such

structure in the data; as illustrated in Figure 7.3(a), the presence of outliers may obscure

the underlying manifold-level dynamics, possibly contributing to the historical difficulty in

characterizing this behavior.
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7.2.12 Manifold Properties of the DTW-Based SQI

Figure 7.7(a) shows examples of the DTW-equivalents of the SCG template for Pig 6; as

illustrated, these signals vary in the timing and morphology of the large systolic and dias-

tolic complexes which characterize the prototypical SCG signal, however retain a similar

overall appearance to the template. For visualization purposes, Figure 7.7(b) shows these

DTW-equivalents as a wireframe plotted on the first three PCA dimensions. As illustrated,

the DTW-equivalents of the template signal form a two-dimensional manifold structure

akin to the SCG manifolds in Figure 7.4.

Figure 7.7(b) also shows the SCG data from Pig 6 overlaid on the DTW-equivalents

using the same PCA transformation. As demonstrated, the points which the SQI identi-

fied as having the lowest quality were those furthest from the manifold. Furthermore, the

manifold of DTW-equivalents conforms to the manifold formed by the higher-quality SCG

signal segments, shown in gray. The likely reason for this observation is that, though DTW

changes the timing of signal features, it does not change the intrinsic dimensionality of

the signal when small deviations are present in the warp path. Therefore, physiological

effects such as changes in PEP which affect the timing of SCG features but not its intrinsic

dimensionality are expected to produce signals which lie on the manifold formed by DTW-

equivalents. In other words, natural shifts in the timing of systolic and diastolic complexes

of the SCG are expected to produce signals which are time-shifted versions of the origi-

nal, but otherwise morphologically-similar and thereby equivalent from the perspective of

DTW distance.

Since the SQI of Equation 6.11 is based on the DTW distance, the rank-ordering of

signal segments based on the SQI corresponds to the rank-ordering of points based on

their DTW distance from the template. For this reason, the points which were furthest

from the manifold of DTW-equivalents — and the corresponding SCG manifold — were

identified as having lower signal quality. This result has the immediate implication of

validating the use of DTW-based SQIs, as the notion of signal distance employed by the
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Figure 7.7: (a) Wireframe of datapoints in Figure 7.6(f) generated using data sub-sampling
and graph creation steps from ISOMAP algorithm. SCG data from Pig 6 is overlaid, with
colors corresponding to SQI (gray: top 99%, red: bottom 1%). Data is plotted on the first
three PC dimensions. Simplified top-down views of the manifold are shown in (b) and (c),
with detailed descriptions in the text. The function f(·) corresponds to the exponent of
Equation 6.11, a function of the DTW distance.

DTW conforms to the observed dynamics of SCG signals. Specifically, the correspondence

of the manifold of DTW-equivalents and SCG signals indicates that signal quality inferred

from DTW distance does not penalize signals for variation in the systolic and diastolic

complexes, which is a natural consequence of physiological changes.

A further implication of this result is that the signal quality of SCG segments may be

understood in terms of conformance to low-dimensional dynamics rather than on time-

and frequency-domain characteristics and morphology. Figures 7.7(b) and (c) illustrate a
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simplified top-down view of the manifold shown in Figure 7.7(a). As shown in Figure

7.7(b), a signal segment s which lies on the manifold of DTW-equivalents of the template

t — and therefore conforms to the expected dynamics of t — will have a DTW distance

of 0 and a SQI of 1. This is because there exists a warp path for which the signals t and s

are equivalent. In contrast, consider the case of Figure 7.7(d), in which s does not lie on

the manifold. In this example, the closest point to s on the manifold of t is t′; since the

DTW algorithm attempts to minimize the Euclidian distance between the two points, the

resulting DTW distance between t and s is given by the Euclidian distance between s and

t′, which represents the distance of s from the manifold. By definition, the SQI of Equation

6.11 decreases with the increasing distance of s from the manifold. Via the proposed SQI

or other methods, this result suggests that, for signals with consistent low-dimensional

dynamics such as the SCG, a dynamics-based approach to signal quality may enable signal

quality assessment outside of the higher-dimensional time- and frequency-domains.

Combined with the performance of manifold-based methods of PEP estimation, these

results have important implications for the application of SCG in clinical settings. In am-

bulatory settings — such as is common with trauma injury management — there are many

environmental factors which may affect the quality of SCG signals obtained, and thereby

the accuracy of physiological data derived from these signals. For this reason, signal qual-

ity assurance is an important step before these signals may be used to inform patient care.

In this manner, the perspectives on signal quality presented in this work represent an im-

portant component of the practicality of the proposed methods in the context of trauma care

and management.

7.2.13 Conclusions and Future Work

The current section focused on PEP estimation during trauma injury using an animal model,

which limits the generalization of these results to a diverse array of possible applications in

human subjects. Future studies should explore manifold mapping approaches along with
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the performance of the proposed SQI for other interventions and for human subjects as

well, though these studies should ensure that a reliable reference for PEP is used. Fu-

ture work should also explore whether changes in other physiological indicators typically

derived from SCG, such as LVET, may also be estimated using the latent variables of low-

dimensional SCG manifolds. This would improve the utility of such methods for trauma

injury triage, among other applications. To optimize the accuracy of such methods, future

work may explore a wide array of available methods for nonlinear dimensionality reduction

and manifold mapping, many of which have lower complexity than ISOMAP.

The emergence of ubiquitous, wearable sensing technologies has the potential to rev-

olutionize the treatment and management of cardiovascular disease. By integrating SCG

sensors into such systems, one may assess mechanical aspects of cardiac function to ob-

tain a holistic electromechanical view of heart health when paired with other sensors. This

is especially useful in the case of trauma injury, where assessing cardiomechanical func-

tion may enable new clinical tools for managing hemorrhage and preventing hypovolemic

shock.

Toward this goal, this section examined how PEP may be estimated in the context of

hemorrhage and fluid-resuscitation using SCG signals in a manner that is abstracted from

the time-domain, addressing a significant challenge in SCG processing. Importantly, the

observation that SCG signals exhibit a consistent topological structure during hemorrhage

and resuscitation suggests that although these signals may exhibit morphological hetero-

geneity, signal dynamics are preserved and may thereby lead to robust, consistent methods

of physiological inference.

Though this dynamics-based approach enables the estimation of changes in PEP in lieu

of PEP itself, elucidating the manifold structure of these signals represents a significant

advancement in the field of SCG processing. Ultimately, analysis methods which harness

the intrinsic, underlying behavior of these signals may better bridge the gap between the

laboratory and clinical practice, enabling the development of robust clinical tools in the
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Method Strengths Weaknesses
Statistical Feature
Analysis

Simple to implement. Dependent upon (possibly
arbitrary) feature selection.
Difficult to account for signal
nonstationarity (dynamics).

Template Matching Interpretable; provides a
holistic view of signal mor-
phology compared to rote
feature selection.

Dependent upon proper tem-
plate selection and distance
estimation. Difficult to ac-
count for signal dynamics.

Dynamical Modeling Accounts for natural nonsta-
tionarity and reflects underly-
ing signal behavior.

Does not account for sig-
nal morphology, rather the
change in morphology.

Template-Based
Dynamics
(Chapter 6)

Accounts for both natural
nonstationarity and signal
morphology.

Dependent upon proper tem-
plate selection. Inferring the
expected dynamics of a tem-
plate contains inherent as-
sumptions.

Table 7.2: Comparison of different methods of signal quality estimation.

fight against trauma injury and heart disease.

7.3 Revisiting Signal Quality: A Dynamic Perspective

The perspective on SCG dynamics developed in this chapter has important implications for

our understanding of SCG signal quality, which has been explored in this work and others.

Among the historical approaches to quality assessment of SCG and related BCG signals,

the most popular are statistical feature analysis [74] and template matching [173], which

are detailed in Table 7.2. With the former approach, features of the signal are extracted

during each heartbeat and thresholds are determined for the value of each feature, either

heuristically or based on probability distributions. As shown in Figure 7.8(a), this leads to

a region in the feature space considered “normal”, with the remainder of the feature space

considered an “outlier” region. While such methods are simple and intuitive to implement,

feature selection is often arbitrary and intolerant to natural shifts in the source distribution

of these features; for instance, shifts in the systolic and diastolic complexes of the SCG

signal due to physiological changes may be difficult to model with such an approach.
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In contrast, template matching methods provide a more interpretable metric with which

to compare signals, defining the quality of a signal as a function of its inverse distance

with one or more templates, as illustrated in Figure 7.8(b). In this manner, signals may be

assessed without selection of an arbitrary feature set. However, as explored in Chapter 6,

this method is sensitive both to the quality of the templates themselves and to the distance

metric used to compare signals. Specifically, methods that rely on traditional distance

metrics such as Euclidian distance have a similar drawback to statistical feature analysis, in

that it is difficult to distinguish changes in signal quality due to aberrant noise and natural

shifts in the signal source distribution.

To account for such natural shifts in the source distribution, it was highlighted in the

previous section that SCG signal quality may be defined as a signal’s conformance to un-

derlying low-dimensional dynamics. An example of this process is shown in Figure 7.8(c);

given a manifold M = {m1, ...,mN} where mi represents the ith signal vector on M,

the quality of a signal segment s may be defined as the minimum distance between s and

M. The main limitation of this approach is that, while signals are not penalized for natu-

ral shifts in their source distributions, the morphology of the waveform is not considered,

which still has important implications for many processing algorithms.

Combining the benefits of template-matching and dynamical modeling, the SQI defined

in Chapter 6 is an example of template-based dynamics. As illustrated in Figure 7.8(d) and

explored in detail in this chapter, signals are assessed by their conformance to the expected

dynamics of one or more templates, not only accounting for natural shifts in the signals’

source distributions but also ensuring that they conform to expected SCG morphology as

defined by the templates.

Importantly, this hybrid approach to quality indexing is subject to similar limitations to

the previous methods: specifically, representative templates must be selected and defining

expected dynamics using time-warping likely does not account for all types of natural vari-

ability in the signal. However, combining the strengths of template- and dynamics-based
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Figure 7.8: (a) Signal quality indexing using an outlier approach with statistical feature
analysis. In this example, signals which are more than δ from the center of the highlighted
region — as defined by the values of two example features — are classified as outliers.
(b) Illustration of template matching between a signal vector s and template vectors t1–t6
with corresponding distances d1–d6. (c) Manifold of experimentally-derived SCG signals
for Pig 1 from the previous section. t indicates the template signal while m′ indicates
the point on the manifold M which minimizes the distance d of the signal s from M.
(d) Fusing template-matching and dynamic methods of distance estimation yields the SQI
derived in Chapter 6. Manifolds of DTW-equivalents from the previous section are shown,
with the points t1–t6 representing the closest points on the six manifolds respectively to the
signal s and d1–d6 representing the corresponding distances used by the SQI.

approaches yields a method that is robust to natural signal heterogeneity while remaining

highly-interpretable. In this manner, the results in the previous section serve to validate the

SQI of Chapter 6 by demonstrating that this approach conforms to the observed behavior

of SCG signals, providing a natural and intuitive method of assessing signal quality.
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7.4 Dynamical Modeling with Neural Networks for CTI Estimation

7.4.1 Overview

In light of the results of the prior chapters suggesting the existence of population-level pat-

terns in SCG signals, the objective of this section is to develop a method which harnesses

these patterns to enable robust signal processing despite morphological variability. Specif-

ically, we introduce seismocardiogram generative factor encoding (SGFE), which models

the SCG waveform as a stochastic sample from a low-dimensional subspace defined by

a unified set of generative factors. We then demonstrate that during dynamic processes

such as exercise-recovery, learned factors correlate strongly with known generative fac-

tors including aortic opening (AO) and closing (AC), following consistent trajectories in

subspace despite morphological differences. Furthermore, we found that changes in sen-

sor location affect the perceived underlying dynamic process in predictable ways, thereby

enabling algorithmic compensation for sensor misplacement during generative factor infer-

ence. Mapping these trajectories to AO and AC yielded R2 values from 0.81–0.90 for AO

and 0.72–0.83 for AC respectively across five sensor positions. Identification of consistent

behavior of SCG signals in low dimensions corroborates the existence of population-level

patterns in these signals; SGFE may also serve as a harbinger for processing methods that

are abstracted from the time domain, which may ultimately improve the feasibility of SCG

utilization in ambulatory and outpatient settings.

7.4.2 Introduction

Earlier in this chapter, we explored the feasibility of estimating changes in PEP using the

low-dimensional dynamics of SCG signals. As it pertains to CTI estimation, the main limi-

tations of that approach was that (1) only changes in PEP could be inferred rather than PEP

itself, and (2) LVET (derived from rAO and rAC) was not able to be consistently estimated

with this method, likely due to the low SNR associated with the diastolic complex. In this
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Figure 7.9: (a) Illustration of the consistent dynamics of the rAO and rAC interval dur-
ing an exercise stress test. (b) Hemodynamic factors such as rAO and rAC are among the
generative factors of SCG signals. Other factors reflect the particular anatomy and phys-
iology of the patient and sensor position, which are static factors and do not change over
time. (c) The SCG may be modeled as a stochastic sample from these underlying genera-
tive factors. (d) The proposed SGFE maps SCG signals to a low-dimensional subspace by
modeling them in this manner. (e) SCG signals exhibit consistent dynamics in this learned
subspace, however observed dynamics are dependent on sensor position. (f) Prior work
has demonstrated that SCG sensor position on the chest wall may be localized. (g) By ap-
plying position-specific regression to the learned subspace, the hemodynamic factors rAO
and rAC may be inferred independently from the other factors. Purple boxes indicate an
unsupervised model while orange boxes indicate a supervised mdoel. Equation numbers
correspond to those in the text.

section, our goal is to develop a more robust model which yields additional insight into the

dynamic nature of SCG signals while enabling the estimation of LVET as well as PEP. To

do so, this section describes the development a method of SCG processing which adapts

to the patient’s anatomy and physiology as well as the position of the sensor for accurate

assessment of cardiomechanical indicators. Doing so would not only improve the robust-

ness of SCG processing algorithms, but usability as well by not requiring the user to move

the sensor. Toward this goal, this section proposes a new method of modeling SCG signals

which is summarized in Figure 7.9.

To develop this approach, we begin with the perspective that the cardiovascular system
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— governed by closed-loop autonomic feedback — follows simple dynamic processes in

response to individual stimuli [29]. A dynamic process is one that is governed by a set

of rules, such that future states of the system may be predicted from past states and the

system’s inputs [91]. Consider a patient undergoing an exercise stress test; after beginning

in a baseline resting state, the patient transitions to a new equilibrium state upon the onset

of exercise. When the test is complete, the patient returns to their baseline state. Figure

7.9(a) illustrates this process in a state space defined by rAO and rAC, which both decrease

during exercise and increase during recovery [28]. While the particular trajectory in this

state space in response to exercise may be patient-specific, the dynamic behavior is largely

preserved.

In this section, we model SCG signals as a stochastic sample from an underlying dy-

namic process. Consider the process above; if rAO and rAC were the only factors influenc-

ing the SCG, this waveform could be losslessly-encoded by the two-dimensional subspace

of Figure 7.9(a). In reality, the subspace which defines SCG is likely dependent upon a

variety of other cardiogenic factors, requiring additional dimensions to achieve lossless

encoding [25, 174]. Furthermore, observed signals sampled from this subspace may also

be affected by other factors such as the patient’s anatomy and physiology and sensor lo-

cation on the chest wall [66]. As shown in Figure 7.9(b), the factors which influence the

generation of SCG signals are known as generative factors [86, 175].

Though SCG morphology is highly variable, its hemodynamic generative factors, such

as rAO and rAC, follow consistent dynamics; these observed signals may therefore exhibit

consistent behavior in subspaces defined by these factors [28] as in Figure 7.9(a). Map-

ping signals into these subspaces may thereby enable analysis methods that are robust to

morphological variability. To do so, this work introduces the seismocardiogram generative

factor encoder (SGFE), which maps SCG signals into a learned low-dimensional subspace

(latent space) as illustrated in Figure 7.9(c)-(e). As will be shown, SCG signals exhibit

consistent behavior in this subspace despite morphological variability, though they follow
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trajectories that are dependent on sensor position. It is then shown that if sensor position is

known, a position-specific linear regression model can be applied to the learned subspace

of Figure 7.9(e) to accurately estimate the known generative factors rAO and rAC. With this

approach, one may estimate the hemodynamics underlying the SCG signal independently

from the other generative factors which affect SCG morphology.

To enable this work, it was demonstrated in Chapter 6 that sensor location on the chest

wall may be inferred from SCG signals without user-calibration; therefore, in this work

it is assumed that sensor position is known. Regarding SCG modeling, previous studies

have proposed principal component analysis (PCA) [176], independent component analysis

(ICA) [71], and eigenvector decomposition [177] as possible subspace mapping methods

for SCG processing. Similar methods have also been employed for other cardiovascular

signals including ECG and PPG for the purposes of noise reduction and feature extraction

[72, 178]. Notably, though, such methods do not incorporate the dynamic behavior of these

signals.

The goal of this section is to formulate the SGFE and analyze its ability to encode

the known hemodynamic generative factors rAO and rAC. To begin with, we introduce the

SGFE, first illustrating that SCG signals yield consistent trajectories in the low-dimensional

latent space of this model despite morphological variability. Subsequently, we will analyze

whether this subspace encodes useful information by characterizing its ability to estimate

changes in the rAO and rAC intervals. Finally, we will show that consistent changes in sub-

space behavior due to sensor placement enables algorithmic compensation when inferring

AO and AC event timing using this subspace. The contributions of this section include:

1. Introducing the SGFE as a method of inferring seismocardiogram generative factors

2. Demonstrating that SCG signals follow consistent patterns in low dimensions

3. Algorithmically correcting for sensor placement for generative factor inference.
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7.4.3 Notation

For brevity in this section, shorthand will be used when describing matrices and vectors.

Matrices are defined as collections of row-wise vectors containing data from subsequent

observations in the time interval T := [1, T ]. Consider an example T -by-M matrix of real

numbers U ∈ RT×M . It can be assumed that, U := [u>1 ...u
>
T ]> where ut ∈ RM ∀t ∈ T .

In other words, U is composed of T vectors of length M , where each vector ut is an

observation at time t. Since this notation is used frequently, the shorthand U := {u(M)}T

is used. In any such matrix, u(i,j) refers to the element of U in the ith row and j th column

while u(i)
t refers to the ith element in vector ut.

7.4.4 Mathematical Framework

Since the SCG derives from the chest wall’s response to underlying events, we can abstract

this signal as

F −→ RΦ(F | P ) −→XP (7.3)

where F := {f (D)}T represents the hemodynamic generative factors of the signal, R is a

response function that generates the waveform, andXP := {x(M)}T is the set of observed

SCG vectors from position P . The response function R is parameterized by Φ, which rep-

resents the static generative factors related to the patient’s anatomy and physiology (Figure

7.9(b)), and is conditioned on the sensor position P. Under the assumption that hemody-

namic factors vary dynamically according to the state of the cardiovascular system, the

factors at each timestep may be described as

(s0,∆) −→ G(s0,∆) −→ F (7.4)

where s0 ∈ RK is an initial state vector, ∆ := {δ(L)}T represents changes in state at

each point in the time period T , and G is a generator function that produces hemodynamic
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generative factors using this state information. Though the dimensionality of F and the

state variables s0 and ∆ are in reality unknown, acceptable values for D, K, and L in a

computational model may be inferred, as will be subsequently described. The implications

of modeling the SCG in this manner is that there may exist an encoder function E such that

XP −→ EΦ(XP | P ) −→ (s0,∆). (7.5)

Now consider that, given a set of observations XP generated with Equation 7.3, we wish

to approximate the factors F that yielded these signals. Using Equations 7.4 and 7.5, this

may be accomplished via

XP → EΦ(XP | P ) → (s0,∆)→ G(s0,∆) → F . (7.6)

While the functions E and G are unknown, learning functions experimentally that approx-

imate this behavior may allow inference of hemodynamic generative factors.

7.4.5 Model Architecture

This formulation naturally parallels the architecture of a sequence-to-sequence VAE [87].

The proposed model for this study is shown in Figure 7.10(a). The input to the model is

a sequence X := {x(M)}T of T consecutive heartbeat-separated SCG signals with length

M . Note that, for simplicity, the effect of sensor position is omitted for the time being and

will subsequently be re-introduced.

To compress the signals, each signal xi ∈ X is processed with the multi-layer con-

volutional network shown in Figure 7.10(b). This network is composed of N = 6 con-

volution blocks in series, which convolve the signal with each of kn filters (kernels) of

length `n in the nth block with unit step. Convolutional networks are commonly used

in cardiovascular signal processing due to the temporal dependence of time-series data

[179]. The outputs of each convolution layer are normalized before application of an ex-
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Figure 7.10: (a) Proposed seismocardiogram generative factor encoder (SGFE). Detailed
descriptions are provided in the text. (b) The input X is first processed by a compression
network, which uses a series of N time-distributed convolution blocks to compress the in-
put vector. Each 1-D convolution layer n has kn kernels with length `n. A read-in layer
encodes the resultant vector as inputs to the dynamic model. Two bi-directional LSTM
networks encode (c) the initial state of the system s0 and (d) the change in state with each
timestep δt. (e) The generator network is an LSTM network that outputs estimates of the
generative factors at each timestep. The factors are passed through a read-out layer, which
is used to construct the estimate X̃ of the original input. (f) This is achieved with a decom-
pression network, a mirror-image of the compression network. 1-D = one-dimensional.
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ponential linear unit (ELU) activation function [180, 181]. As was performed in [65],

dropout regularization with a rate of 0.2 is imposed on the output of the activation func-

tion [182]. Dimensionality reduction is induced by gradually decreasing the number of

filters (kn = [64, 64, 32, 32, 16, 16]) and max pooling, which down-samples each signal by

a factor of two. To accommodate for shorter signals, the kernel length is also decreased

(`n = [7, 5, 5, 3, 3, 2]). These parameters were derived heuristically from [65], which ex-

plored dimensionality reduction of SCG signals with convolutional networks. Like most of

the model, the layers in this network are time-distributed, meaning the same operation is

performed for each signal xi ∈X .

Before modeling the dynamics present in X , the outputs of the compression network

are flattened and passed through a dense “read-in” layer with 64 input units, 2 × (K + L)

output units, and rectified linear unit (ReLU) activation with dropout regularization at a rate

of 0.2. The read-in and read-out layers — also called projection layers — exist because

generative factors may present differently as signal features across patients. Thus, though

the subspace defined by the generative factors may be conserved, mapping into and out

of this subspace may require compensation for signal heterogeneity by fitting these layers

on a session-specific basis. In other words, the projection layers capture anatomical and

physiological differences — represented by Φ in Equations 7.3, 7.5, and 7.6 — so that the

dynamic model can focus on inferring factors that are common to the population.

Modeling dynamics requires estimation of the initial state s0 and change in state at each

timestep ∆. As shown in Figure 7.10(c), the former is computed with a bi-directional long

short-term memory (LSTM) network EZ , where the output is the average between the final

outputs of the forward and backward layers [183]. Shown in Figure 7.10(d), the latter is also

computed with a bi-directional LSTM network E∆, where an output δt is produced at each

timestep as the average output between the forward and backward cells. However, since

this is a VAE instantiation, these values are not evaluated explicitly; rather, they are drawn

from a Gaussian distribution, the parameters of which are explicitly evaluated. Thus, the
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output of EZ is a tuple (µ0,σ0), µ0,σ0 ∈ RK . The output of E∆ at each timestep t ∈ T

is a tuple (µδ,t,σδ,t), µδ,t,σδ,t ∈ RL. The ith element of the initial state vector s0 is then

sampled from

s
(i)
0 ∼ N

(
µ

(i)
0 , σ

(i)
0

)
∀i ∈ [1, K]. (7.7)

whereN (µ, σ) is a Gaussian distribution with mean µ and standard deviation σ. Similarly,

at each timestep t, the j th element of the state change vector δt is sampled from

δ
(j)
t ∼ N

(
µ

(j)
δ,t , σ

(j)
δ,t

)
∀j ∈ [1, L], t ∈ T . (7.8)

Note that each element in s0 and δt is drawn independently. The probabilistic nature of

the VAE yields a structured latent space, as nearby points will produce inherently similar

outputs.

As shown in Figure 7.10(e), the generator network estimates the generative factors at

each timestep based on the system state. The generator is a uni-directional LSTM network,

outputting a vector of factors ft ∈ RD at each step t. As before, these factors are passed

through a read-out dense layer with D inputs and 64 outputs, which maps the generative

factors to corresponding signal features. Like the read-in layer, this mapping is learned on

a session-specific basis to account for changes in factor manifestation as signal features.

Finally, the translated factors are used to construct the output signals X̃ := {x̃(M)}T

with the decompression network shown in Figure 7.10(f). This is a mirror-image of the

compression network of Figure 7.10(b), with the number and length of kernels applied in

the reverse order and up-sampling by a factor of two rather than max pooling. The output of

the decompression network is a convolution layer with a single filter (k? = 1) with length

`? = `1 such that the output is a single vector at each timestep.
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7.4.6 Experimental Protocols

Experimental data used in this study was collected under two protocols approved by the

Georgia Institute of Technology IRB; the first protocol (Protocol 1) is described in Chapter

6.3.1, while the second protocol (Protocol 2) is described in Chapter 6.3.2. In the first

protocol, SCG data was collected from different locations on the chest wall during exercise-

recovery. In the second, SCG sensors were located on the mid-sternum only, however

the protocol featured a large cohort of subjects. The latter was therefore used to train

the dynamic model and tune hyperparameters while the former was used to test model

performance. As the research in this dissertation is not presented chronologically, Protocol

1 in this section includes 26 subjects rather than 16 as presented in Chapter 6. Furthermore,

note that the five sensor positions tested in Protocol 2 are denoted as C (center), L (left), R

(right), T (top), and B (bottom) as in Chapter 6.

7.4.7 Signal Pre-Processing

All signals were filtered with a band-pass FIR filter with Kaiser window. Cutoff frequencies

were 0.5-40 Hz for the ECG, 1-30 Hz for ICG, and 1-40 Hz for SCG [51]. During data col-

lection, these signals were sampled at 2000 Hz. For the SCG signals, only the dorsoventral

axis (z-axis) acceleration was used to minimize network complexity, as this is considered

the most useful axis for SCG processing [19]. The signals were heartbeat-separated using

the R-peaks of the concurrent ECG signal as a reference. All signal segments were then

abbreviated to a length of 800 samples (400 ms) before being down-sampled to M = 256

samples using linear interpolation with an anti-aliasing filter. Note that a signal length of

400 ms was sufficient to capture AC for this dataset due to its focus on exercise recov-

ery, during which LVET is low; this may not hold true for other datasets, and signal length

should be adjusted accordingly. For each protocol and for each subject, the dataset was win-

dowed using a sliding window of 50 signal segments with 50% overlap such that T = 50.

All signal segments were then normalized to have zero mean and unit variance. As the final
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step of processing, ICG and SCG signal segments were smoothed using a rolling-window

ensemble average of five heartbeats to remove aberrant noise.

Reference values for AO and AC were obtained from ICG B- and X-points respectively.

The B-point was computed as the point of maximum second derivative occurring before the

global maximum of the waveform; the X-point was computed as the lowest signal mini-

mum following the global maximum [77]. While ICG is commonly used for this purpose,

the gold-standard for AO and AC estimation is the echocardiogram; for this reason, the

reference values obtained from ICG are intended for use in this study as AO and AC cor-

relates rather than ground-truth measurements [78]. All timing intervals were computed in

reference to the respective ECG R-peak for each heartbeat. Thus, rAO (PEP) and rAC refer

to the time in milliseconds between the ECG R-peak and AO and AC respectively.

7.4.8 Loss Function and Training Protocol

The goal of training was to minimize the loss function

L = αMSE
(
X, X̃

)
+ β

[
D0 +

1

T

T∑
t=1

Dt

]
. (7.9)

The MSE operator computes the mean square error betweenX and X̃ , specifically

MSE
(
X, X̃

)
=

1

MT

M∑
m=1

T∑
t=1

(x(t,m) − x̃(t,m))2. (7.10)

When calculating the reconstruction error, each target vector xi ∈ X and output vector

x̃j ∈ X̃ was normalized as will be described below. The variables D0 and Dt in Equation

7.9 represent the Kullback-Leibler (KL) divergence, which is a measure of similarity be-

tween two probability distributions. For distributions P and Q, The KL divergence is given

by

D(P‖Q) = −
∑
x

P (x) log

(
Q(x)

P (x)

)
. (7.11)
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In Equation 7.9, the variable D0 is given by

D0 =
K∑
k=1

D
(
N (0, 1)‖N

(
µ

(k)
0 , σ

(k)
0

))
(7.12)

and the variable Dt is similarly given by

Dt =
L∑
`=1

D
(
N (0, 1)‖N

(
µ

(`)
δ,t , σ

(`)
δ,t

))
. (7.13)

While the MSE term represents the reconstruction error, the divergence terms impose a

penalty on the distributions from which s0 and ∆ are sampled. This has two benefits for

the model. First, the size of the state space defined by s0 and ∆ is limited, as divergence

from a zero-centered distribution with unity variance will increase the KL divergence; this

increases the continuity of the latent space, as it is disadvantageous for inputs from dif-

ferent sessions to cluster in different locations of the state space. Second, this serves to

disentangle the dimensions of the state space, since redundancy in information encoded by

each variable may increase the KL divergence as well [184]. Increases in KL divergence

are tolerated only if they lead to a sufficient decrease in reconstruction error.

The variables α and β in Equation 7.9 are scalars computed during the first training step

which normalize the value of each term to 0.5. This serves to equalize the contribution of

both terms and express the loss at each epoch as a percentage of initial error with random

network weights.

Since the AO-related features in the first half of the signal generally have a higher SNR

than the AC-related features in the second half, the first and second halves of each signal

vector were normalized separately with zero mean and unit variance. If this normaliza-

tion was not performed, the decrease in MSE resulting from modeling AC-related features

did not surpass the increase in KL divergence penalty for doing so. Though this method

produced a discontinuity in the middle of each signal, it has the benefit of not increasing

the number of hyperparameters parameters of the model as would be the case with other
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solutions such as using a true β-variational scheme [184] or weighing the MSE differently

at each sample point. Furthermore, normalizing the amplitude features has the benefit of

preventing the model from encoding amplitude features, which are not of interest in this

model [65].

The model was implemented in Keras with Tensorflow backend. The hardware setup

was based on a 3.6GHz Intel Core i7 7820X processor with a GeForce GTX 1080 Ti GPU.

Training was performed using mini-batch stochastic gradient descent [185]. At the be-

ginning of each epoch — which represents a group of training steps in which all training

samples are incorporated — the training samples were randomized and split into batches

of 32 samples for each gradient computation. The ADAM optimizer was used to compute

gradient updates, with initial learning rate 0.001, β1 = 0.9, β2 = 0.999, and ε = 1.0×10−7,

which are the standard hyperparameters for this optimizer [186]. The learning rate was de-

cayed by a factor of 0.5 after each set of 10 consecutive epochs without achieving a new

minimum validation loss. Training was terminated after 30 such consecutive epochs. This

model required 95 minutes to train using 9.3× 106 training samples.

During training, a simplifying assumption was made whereby a single pair of projec-

tion layers was trained for all sessions in the training set. Thus, data from all sessions

was mixed together at the beginning of each epoch. Subsequently, during testing, session-

specific projection layers were learned by freezing all network weights besides those in the

projection layers and repeating the same training protocol separately for each session in

the testing set. Learning session-specific projection layers for the training set greatly in-

creased computational complexity and did not yield corresponding improvements in model

performance, so this was only performed during testing.

7.4.9 Dimensionality Estimation

Before modeling SCG dynamics, proper dimensionality for the state variables s0 and ∆

was estimated. The model in Figure 7.10 was fitted with recovery-period data from the 36
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subjects of Protocol 2, training on 16 subjects, validating on 10, and testing on 10. The

value of β in Equation 7.9 was set to zero such that the latent space was not arbitrarily

regularized. As a starting point, the values of K and L were both set to 10, and D was set

to 20. In this study, D was always set to K + L such that the generator network did not

additionally perform dimensionality reduction or expansion.

After training, the vector s0 and matrix ∆ were computed for each sample in the testing

set. Concatenating the former across testing samples yielded a matrix S0 ∈ RN×K where

N is the number of testing samples. The dimensionality of the initial state was estimated by

performing PCA on the matrix S0 and returning the variance explained by each resultant

PCA dimension, of which there were K [88].

Note that ∆ returns a vector at δt each timestep t ∈ T , and thus ∆ ∈ RT×L for

each testing sample. Therefore, for each timestep t, the vector δt was concatenated across

testing samples to yield T matrices ∆t ∈ RN×L. PCA was performed on each matrix ∆t

and the variance explained by each PCA dimension was calculated. For each dimension,

the variance explained was averaged across each timestep to compute the mean variance

explained across time. To determine the dimensionality of s0 and ∆ used in this study, a

cutoff of 10% variance explained was used, as additional dimensions would increase the

complexity of the model without yielding significant increases in explained variance.

Figure 7.11 shows the variance explained by PCA dimensions for s0 and ∆. Notably,

after the first four PCA dimensions, the variance explained by additional dimensions of

s0 or ∆ does not exceed 10%. Therefore, by limiting the dimensionality of these vectors

to 4, the complexity of the network is reduced without sacrificing the ability to encode

information that substantially impacts signal reconstruction.

Dimensionality selection presents an essential trade-off in autoencoder architectures.

Low dimensionality of the latent layers both reduces network complexity — limiting the

number of parameters that must be learned while increasing generalizability — and com-

pels each dimension to encode more useful attributes, in terms of variance explained. On
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K = 10, L = 10 with β = 0. Results are shown for initial state vector s0 (blue), and state
change matrix ∆ (red) using logarithmic axis.

the other hand, limiting dimensionality too severely may inhibit the network from ade-

quately reconstructing the signal, and thus small variations that may nevertheless be im-

portant in encoding factors such as sensor state may not be represented in the latent space

[187]. For this reason, the selected dimensionality may not generalize to applications in

which encoding of more minute changes in SCG morphology is required.

Along these lines, while the chosen dimensionality was adequate for sensor state encod-

ing, the results in Figure 7.11 do not necessarily indicate that the process underlying SCG

generation is inherently low-dimensional. During the dynamic process of exercise-recovery

explored in this work, variance in the SCG waveform is likely driven by key factors such as

valvular event timing, which may lead the contribution of other factors to be understated.

In other applications and during other processes, the dimensionality of the latent space for

effective computational modeling may increase or decrease.
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7.4.10 Training and Testing Dynamic Model

The model in Figure 7.10 was trained using the exercise-recovery period data from each of

the 36 subjects in Protocol 2. To focus the modeling on dynamic processes, resting period

data was not used. A total of 10 subjects in the training set were selected at random for

validation and thereby removed from the training set. Based on results from the previous

section, the dimensionality parameters K and L were set to 4 and the parameter D was

therefore set to 8.

After training, all network weights save for those in the projection layer were frozen.

The model was then trained separately on data from each subject and sensor position in

the testing set. This consisted of data from the 10 subjects in Protocol 1 with five position-

specific sessions each, leading to 50 session-specific pairs of projection layers with univer-

sal compression, dynamic, and decompression networks. Therefore, though the subspace

defined by generative factors remained constant, mapping into and out of this subspace was

learned on a session-specific basis. For each testing sample, data collected included s0, ∆,

F , and X̃ .

Held-out validation was not used for learning session-specific projection layers in the

testing set. This is because the SGFE is a fully-unsupervised model, meaning that for

practical implementation, it is a reasonable assumption that data collected from the patient

may be used to update the model and infer generative factors concurrently. Furthermore,

since the projection layers accounted for approximately 1% of network parameters (1096

of 103169 total), this enabled rapid training of the session-specific mappings, supporting

that this approach is reasonable for quasi-real-time feedback systems.

7.4.11 Visualizing Behavior of Subspace Mappings

For each session in the test set defined by the subject S ∈ [1, 10] and sensor position

P ∈ {C,L,R,T,B}, the subspace mapping F ∈ RT×D for each of NS,P samples in the

session was concatenated to form the matrixFS,P ∈ RTNS,P×D. In this manner, each matrix
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FS,P contained the subspace encoding of all data for one of the 50 sessions in the test set.

These matrices were further concatenated row-wise across all subjects to form the matrix

FP for each sensor position. Thus, FP contained the subspace encoding of all data from

sessions from a particular sensor position. For visual analysis of subspace behavior, a pair

of column vectors (fi,fj) ∈ FP , i 6= j was selected and the subspace trajectories for each

subject were visualized by plotting the resultant vectors f1 and f2 against one another.

Though this method may provide a qualitative example of a hyperplane in the learned

subspace in which trajectories are consistent, this does not necessarily mean that the infor-

mation encoded in the hyperplane is useful and that the two dimensions simply covary de-

spite attempts at disentanglement. Therefore, a second qualitative analysis was performed

to determine whether the identified dimensions may contain useful information about the

known generative factors AO and AC. For five of the 10 subjects in the testing set chosen at

random, the ICG-derived rAO interval was plotted against the rAC interval on a scatter plot

for the first of the two recording sessions. Best-fit lines were then overlaid on data from

each subject to better visualize the trajectories of these intervals. For the same subjects, the

subspace projections f1 and f2 from the same session for the central sensor location were

plotted on a scatter plot. Best-fit lines were again overlaid on the subspace encoding for

each patient in order to observe whether changes in rAO/rAC trajectories may be reflected

by the identified dimensions.

Subspace mappings of SCG signals for two subjects during exercise-recovery are shown

in Figure 7.12. From the first and last columns of the figure, it is apparent that signal mor-

phology between the subjects — and even at different sensor locations for the same subject

— often varies substantially. This time-domain variability is juxtaposed with trajectories

in the learned subspace which are largely conserved. Specifically, the subspace mapping

of the signal during this period follows an approximately linear trajectory in the reference

frame defined by the selected subspace dimensions f1 and f2.

This consistency is essential because it suggests that this subspace encodes features
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Figure 7.12: Subspace mappings of recovery-period SCG data for two subjects. The rows
of the figure represent each of the five different sensor positions. The left and right columns
show a subset of the amplitude-normalized SCG data from Subjects 1 and 2 respectively,
with the second and third columns showing the corresponding subspace trajectories in
green and blue respectively. The axes represent learned subspace dimensions f1 and f2;
gray points in the figure represent subspace mappings with the same sensor position from
the remaining patients in the testing set. Trajectory directions are overlaid (black, dotted).
A.U. = arbitrary units.

157



that are common to SCG signals despite apparent morphological differences. As afore-

mentioned, this is made possible by the session-specific projection layers, which encode

the translation between estimated generative factors and time-domain signal features. In

this manner, anatomical heterogeneity is captured by the mapping into and out of this sub-

space, and not by the subspace itself. Such a result suggests that constructing models which

incorporate rather than eschew patient-specific heterogeneity may consistently model un-

derlying patterns.

With regards to practically implementing such a system, it is important to note that this

subspace mapping was learned in a fully-unsupervised manner. Therefore, it is reasonable

to assume that such patient-specific tuning of the model for optimal performance will be

feasible in practical systems: the mapping may be learned passively without any labeled

training data. Furthermore, approximately 1% of model parameters were contained by

the projection layers, which may enable rapid training in quasi-real-time systems. While

training the full model required approximately five hours with this dataset and hardware

setup, fitting session-specific projection layers was typically achieved in less than three

minutes.

An example of the relationship between ICG-derived rAO and rAC and the learned

subspace dimensions f1 and f2 is shown in Figures 7.13(a) and (b). Figure 7.13(a) shows

the trajectories in the subspace defined by rAO and rAC for each subject, while Figure

7.13(b) shows the corresponding trajectories in the subspace defined by f1 and f2. In Fig-

ure 7.13(a), the linear dynamics are apparent; while the trajectories are similar for most

patients, one of the patients in this set — shown in purple — has a trajectory which dif-

fers visibly from the others. This difference is reflected in Figure 7.13(b), which shows a

corresponding change in trajectory in the learned subspace. The qualitative results shown

in Figures 7.12 and 7.13(a)-(b) serve to visually demonstrate what will be shown quanti-

tatively in the following sections. To enable robust generative factor inference, subspace

trajectories for similar processes must be consistent, and changes in underlying generative
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Figure 7.13: (a) ICG-derived AO and AC points during exercise-recovery for five subjects
in the test set, with each subject assigned a different color. AO and AC are shown as
scatter points; best-fit lines for the scatter points are overlaid as dashed lines. (b) Subspace
trajectories in dimensions f1 and f2 from centrally-placed sensors for the same subjects
with the same color-coding as in (a). Subspace mappings are shown as scatter points with
best-fit lines overlaid as dashed lines. (c) Trajectories in PCA dimensions of F for SCG
signals from each of the five sensor positions averaged across all subjects. From lightest to
darkest shading, the positions include center, left, right, top, and bottom. The trajectories
are also indicated with black dashed lines.

factors must be reflected in the learned subspace.

7.4.12 Visualizing the Effect of Sensor Location on Observed Dynamics

Though the hyperplane defined by f1 and f2 may be a suitable subspace in which to observe

the consistent dynamics of SCG signals, it may be sub-optimal for visualizing the effects of

changing sensor state on observed dynamics. To do so more effectively, PCA was used to

find an informative three-dimensional representation of the the subspaceF , and the average

trajectory for each of the five sensor positions was then plotted in these PCA dimensions

for visualization.

To do so, the matrix FP was concatenated across positions to form Ftot ∈ RTNtot×D

where Ntot is the total number of samples in the testing set. The matrix Ftot thus contained

the subspace mappings for all samples in the testing set. PCA was then perfomed on Ftot

to obtain the transformation A ∈ RD×D mapping dimensions of Ftot into the orthogonal

subspace defined by PCA dimensions.

The following was then performed for each matrix FS,P , which contained the subspace
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encoding for the session with subject S and position P . Each of the 10 matrices FS,P ,

S ∈ [1, 10] was averaged elementwise to obtain a session-averaged matrix F̄P . F̄P thereby

contained the subspace encoding for position P averaged across all subjects. Subsequently,

this matrix was transformed using the matrix A to obtain AP = F̄PA, the projection of

F̄P in the PCA subspace. Finally, for each position, the first three dimensions of AP were

then plotted on a scatter plot for visualization.

Figure 7.13(c) shows the session-averaged trajectories for each of the five sensor posi-

tions in the first three PCA dimensions of F . The figure illustrates that each of the sensor

positions has a characteristic, distinguishable trajectory in the subspace. Changing the po-

sition of the SCG sensor is akin to altering the reference frame from which the underlying

hemodynamic process is observed. This is reflected in Figure 7.13(c): though the trajecto-

ries observed at each position are consistently linear, their direction varies with the change

in reference frame. As will be shown, predictable changes in these trajectories allow for

correcting the altered reference frame algorithmically when inferring generative factors,

mitigating the effect of sensor position on observed dynamics.

7.4.13 Evaluating Generative Factor Inference

Based on the results of qualitative analysis, quantitative analysis was performed to deter-

mine the extent to which the learned subspace F encodes known generative factors derived

from the ICG reference. Since VAE models are fully-unsupervised, generative factors may

not necessarily correspond to the dimensions of the latent space in a one-to-one manner;

rather, such factors may be encoded by combinations of dimensions. Because of this, we

instead apply transformations to the latent space to better estimate generative factors.

In this work, linear regression was used to infer ICG-derived AO and AC event timing

using the learned subspace dimensions. As shown in Figure 7.9(g), this method identified

a linear mapping from the dimensions of F to known generative factors. To begin with,

a separate linear mapping was learned for each sensor position P and with each of the 10
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subjects in the testing set held-out. To do so, least-squares regression was used to solve

XP,S̄ = argmin
X
‖YP,S̄ − FP,S̄X‖2

2 (7.14)

where FP,S̄ is the matrix FP with the subject S held-out and YP,S̄ is a matrix where each

column is a vector of known generative factor values corresponding to each row of FP,S̄ .

The columns of YP,S̄ thus contained the ICG-derived rAO and rAC intervals respectively.

This process was performed for each of the five sensor positions and with each of the 10

subjects held-out. Once the mapping XP,S̄ was learned for each held-out subject, it was

used to obtain predictions from the held-out subject such that

ỸP,S = FP,SXP,S̄ (7.15)

where ỸP,S is a vector of predicted generative factors for subject S with sensor position P .

The R2 and root-mean-square error (RMSE) were obtained for the predicted factors ỸP,S

versus the known generative factors YP,S after each session, and the performance results

were plotted for each sensor position [88].

The performance of position-specific linear mappings for rAO and rAC inference from

the learned subspace F is shown in Figures 7.14(a) and (b). Figure 7.14(a) shows that

these mappings produced values that correlated strongly with ICG-derived intervals. Ad-

ditionally, Figure 7.14(b) shows the RMSE between estimated and reference values for the

generative factors.

Notably, while the R2 values for rAO only slightly exceed those for rAC, the RMSE

of the estimated rAO is significantly lower than that of rAC. This indicates that while the

learned subspace F effectively encoded changes in rAO and rAC, the precise value of rAC

had a larger offset versus the ICG reference. This is unsurprising, since the signal features

corresponding to AC generally have lower energy, often causing ambiguity for precise

AC identification. Beyond demonstrating accurate asseessment of rAO and rAC, Figures
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Figure 7.14: (a) R2 and (b) RMSE between ICG-derived rAO (blue) and rAC (red) and
estimations from the learned subspace F using position-specific linear mappings (x-axis)
on held-out subjects. (c) Scatter plot of ICG-derived vs. estimated rAO for one subject with
sensors placed in the center (black), left (blue), and right (green) locations using the linear
mapping trained on centrally-placed SCG data. 1:1 correspondence line is overlaid (black,
dashed). (d) Confusion matrix of average R2 for rAO estimation for all held-out subjects
for a specific sensor position (y-axis) derived using linear mappings trained on a specific
position (x-axis). Analogous results for rAC estimation are shown in (e) and (f).

7.14(a) and (b) demonstrate that the latent space of the SGFE model contains information

on measurable physical phenomena.

The RMSE for rAO estimation shown in Figure 7.14(b) is within acceptable limits for

all sensor positions, which in prior work typically falls between 11–18ms compared to ICG-

derived reference values [51]. For instance, [24] used XGBoost regression on an ad hoc

feature set to estimate rAO using SCG sensors in four different sensor locations, achieving

RMSE values from 11.6(±0.4)ms to 17.1(±0.6)ms using z-axis acceleration. Recently,

[51] used a similar method to achieve an RMSE of 11.46(±0.32)ms from centrally-placed

sensors fusing multiple accelerometer and gyroscope axes. As shown in Figure 7.14(b), the

RMSE for this task ranged from 7.23(±1.54)ms to 10.53(±1.11)ms in this work. Regard-

ing rAC estimation, the RMSE was larger than for rAO when expressed in miliseconds;
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however, since the rAC interval is much longer than rAO, the error in rAC estimation rel-

ative to its magnitude was comparable to that of rAO. This is reflected in Figure 7.14(a),

which shows a more comparable R2 between estimated and true rAO and rAC, with values

in the range 0.81–0.90 for rAO and 0.72–0.83 for rAC.

Though the results in Figures 7.14(a) and (b) show that some sensor locations achieved

somewhat higher performance than others, it is important to note that the optimal sensor

location for rAO and rAC estimation is likely an idiosyncracy dependent upon the process-

ing method or perhaps even the dataset being used. For instance, Figure 7.14(b) suggests

that the lower-sternum sensor placement is optimal for rAO estimation while [24] achieved

highest performance under the left clavicle. Finally, it is important to note that ICG is not

the gold-standard reference for AO and AC event timing; therefore, the results in Figure

7.14(b) do not necessarily reflect the true error of the estimated generative factors.

7.4.14 Quantifying the Effect of Sensor Location Subspace Encoding

If alterations in sensor state have predictable effects on observed dynamics, this would

mean that the mapping from the latent space F to the generative factors would perform

strongly for signals from a single position, but sub-optimally for others. Consequently,

if sensor placement was known, this would allow algorithmic compensation for sensor

placement when inferring generative factors. To observe this effect, the following was

calculated for each pair of positions Pi, Pj ∈ P and subject S:

Ỹ(i,j),S = FPi,SXPj ,S̄ (7.16)

where Pi is the position being tested and the mapping was trained using data from Pj . For

each session — corresponding to subject S and sensor location Pi — the R2 was obtained

between Ỹ(i,j),S and YPi,S for both the rAO and rAC intervals, where the former is the

model’s estimate and the latter is the ICG-derived reference values. The result was then
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averaged across subjects to yield the matrices Ỹ AO, Ỹ AC ∈ R5×5, where each element ỹ(i,j)

was the average R2 across subjects for sensor data from position Pi with a mapping trained

using data from position Pj . The performance matrices Ỹ AO and Ỹ AC were then plotted

as confusion matrices to visualize changes in performance when using different position-

specific mappings for testing data from each position.

Figures 7.14(c)-(f) show the effect of sensor position on the encoding of known gener-

ative factors in the learned subspace. Figures 7.14(c) and (e) show that rAO and rAC es-

timates correlate more consistently with the ICG-derived values when the proper position-

specific mapping is used. Figures 7.14(d) and (f) illustrate this effect for all subjects in the

testing set and with all sensor position and linear mapping combinations. This result cor-

roborates Figure 7.13(c) in suggesting that subspace trajectories from a particular position

are more similar to those from the same position than to others; therefore, if the position

is known, the proper linear mapping XP can be applied to the subspace F to obtain esti-

mates of the generative factors. In effect, modeling sensor position as a generative factor

as shown in Figure 1.1(b) enables adaptation to sensor placement by removing the bias in

observed dynamics introduced by the sensor’s position.

Notably, mismatching the linear model to the true sensor position in Figures 7.14(c) and

(e) still yielded generative factor estimates that followed the same general trend, though the

variance of these trends was higher. This may be because the linear mapping is primarily

driven by dimensions in which dynamics are consistent such as f1 and f2 in Figure 7.12

while the remaining dimensions are used for fine-tuning these estimates.

The above results demonstrate the final step for algorithmic correction of sensor mis-

placement for rAO and rAC inference. After reducing the dimensionality of SCG signals

with SGFE, selecting a position-specific regression model between the latent space and rAO

and rAC enables improved estimation of these parameters, as shown in Figures 7.14(d) and

(e). These results also highlight the clinical application of this work: by inferring these

indicators in a manner that is robust to changes in SCG morphology and sensor position,
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the practicality of using SCG in healthcare settings may be improved.

7.4.15 Conclusions and Future Work

To achieve the potential clinical applications of this work, future studies should first explore

how to optimize this model for rAO and rAC estimation; as optimization of deep learning

models is a complex process and largely dependent on the nature of the dataset, this pro-

cedure and discussion should be explored at length in future studies. As the focus of this

work was model formulation rather than optimization, these hyperparameters were derived

heuristically from the results in [65]. Future work should also compare the performance

of SGFE-based models to existing methods of rAO and rAC estimation in outpatient and

clinical environments and, if possible, employ echocardiography as a gold-standard refer-

ence in lieu of ICG. While the sample size of this study was designed for validation of the

model, comparisons against other methods will require both optimization of the model and

a larger cohort of subjects. More broadly, a key avenue of future work is exploring the role

of SCG generative factor modeling in the diagnosis and assessment of disease states. In

particular, the underlying dynamics of SCG signals may vary in heart failure patients com-

pared to healthy controls. Elucidating differences in these dynamics may yield a deeper

understanding of the effect of heart failure on SCG signals [4, 5].

In seeking to improve the usability of SCG signals in clinical and outpatient environ-

ments, this work presented a new method of modeling SCG signals using dynamic and

generative modeling. It was shown that SCG signals exhibit consistent behavior in low

dimensions despite morphological variability. Harnessing this result enabled the inference

of key cardiomechanical indicators while adapting to inter-subject variability and sensor

misplacement. Ultimately, developing SCG processing methods which are robust to these

factors may better enable the noninvasive assessment of cardiomechanical function for the

diagnosis and management of cardiovascular disease.
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CHAPTER 8

CONCLUSIONS AND OUTLOOK

Over the past several decades, the scientific literature has been rife with examples of how

SCG technology may impact our approach to non-invasive cardiovascular monitoring and,

consequently, the diagnosis and management of heart disease. Whereas our previous ap-

proach to non-invasive monitoring focused heavily on the electrical aspects of cardiac func-

tion, supplementing this approach with mechanical information provided by SCG signals

may allow a more holistic, two-dimensional assessment of heart health and performance.

We began this dissertation by exploring the role of SCG signals in the triage of trauma-

induced hemorrhage in an animal model. While many physiological biomarkers vary

wildly during hemorrhage, it was shown that SCG-derived mechanical indicators strongly

and consistently predicted the animal’s progression toward cardiovascular collapse, not

merely the volumetric extent of exsanguination. While still in the pre-clinical stages, this

research illuminates the potential of SCG technology to enable clinical tools for the non-

invasive assessment and management of hemorrhage. To build on these initial results, the

focus of future work should shift to validating the proposed model of blood volume sta-

tus estimation in large cohorts of human subjects. For these studies, data collection will

represent the most imposing challenge due to the challenge of performing controlled, delib-

erate exsanguination protocols on human subjects. Obtaining this data will thereby require

strong partnerships between researchers, clinicians, and hospitals to identify patients with

a pre-existing risk of hemorrhage, obtaining informed consent to perform studies, and ad-

dressing the technical challenges of data collection. While the challenge is great, enabling

non-invasive assessment of blood volume status has the potential to change the paradigm

of critical care.

Indeed, enabling new clinical tools has been a consistent theme of SCG research over
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the past several decades; what has lacked is a robust mathematical foundation for pro-

cessing and analyzing these signals which transcends manual annotation and rote feature

extraction. For this reason, the remainder of this dissertation was devoted to building a

foundation for the eventual ubiquitous deployment of SCG on cardiac monitoring systems.

We began by developing a method of signal quality assessment which compared SCG sig-

nals of interest with ensembles of templates to determine its relative similarity to expected

morphology. While this method showed effectiveness in identifying the extent of noise due

to motion artifacts — enabling quality assurance before these signals are used to inform

clinical care — a more significant result was the extension of this method to classifying

sensor location. Namely, this suggested that signal morphology was affected by sensor

location in predictable ways and, by extension, that this effect may be mitigated when

inferring physiological biomarkers from the signal.

These results laid the groundwork for the final aim of this dissertation, in which SCG

signals were used to infer PEP and LVET using a dynamics-based approach. Firstly, it

was shown that these signals exhibit an inherent low-dimensional topological structure, or

manifold, during periods of hemodynamic change, and that changes in PEP could be in-

ferred directly from this manifold. This result illustrated how the inherent low-dimensional

dynamics of SCG signals may be used for physiological inference in a manner that is ab-

stracted from time-domain signal morphology, addressing a key limitation in the ubiquitous

application of SCG technology. To further enable the robust inference of PEP and LVET,

we then explored how SCG dynamics may be modeled as a consequence of an underlying

dynamic process governed by autonomic feedback. Doing so not only enabled inference

of both PEP and LVET, but showed that observed signal dynamics were dependent upon

sensor position, and that this effect could be counteracted if sensor position was known.

Beyond the inference of cardiomechanical function, the goal of this work was to de-

velop an analytical foundation which improved our understanding of SCG signals to em-

power future development. Toward this end, the above results presented both the obser-
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vation of underlying low-dimensional dynamics of these signals, and how this consistent

behavior could be harnessed to create more robust analysis methods. Furthermore, we ex-

plored the unified nature of signal quality, classification, and dynamics, presenting these

as extensions of one cohesive concept rather than independent problems. Based on this

foundational work, future studies should focus on validating these approaches in larger co-

horts of human subjects — including in patients with cardiovascular diseases such as heart

failure — in everyday life and in clinical settings.

Creating the next generation of cardiac monitoring devices will require transcending the

traditional methods of feature extraction paired with classification and regression which has

come to define the status quo of signal informatics. Rather, we must develop analysis meth-

ods which derive from our physiological understanding and harness the inherent structure

of these signals such that they survive the transition from the laboratory to patient care. By

integrating SCG technology into wearable monitoring systems — with the proper software

to support it — we stand at the precipice of a revolution in the fight against heart disease.
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[112] Andrew C Ertl, André Diedrich, and Satish R Raj. “Techniques used for the de-
termination of blood volume”. In: The American journal of the medical sciences
334.1 (2007), pp. 32–36.

[113] Linpeng Yao et al. “Evans blue dye: a revisit of its applications in biomedicine”.
In: Contrast media & molecular imaging 2018 (2018).

[114] Carmen Hinojosa-Laborde et al. “Validation of lower body negative pressure as
an experimental model of hemorrhage”. In: Journal of Applied Physiology 116.4
(2013), pp. 406–415.

[115] William Ganz et al. “A new technique for measurement of cardiac output by ther-
modilution in man”. In: American Journal of Cardiology 27.4 (1971), pp. 392–396.

[116] Ken-Ichi Iwasaki et al. “Effect of head-down-tilt bed rest and hypovolemia on
dynamic regulation of heart rate and blood pressure”. In: American Journal of
Physiology-Regulatory, Integrative and Comparative Physiology 279.6 (2000), R2189–
R2199.

[117] Gary G Berntson et al. “Heart rate variability: origins, methods, and interpretive
caveats”. In: Psychophysiology 34.6 (1997), pp. 623–648.

[118] Peter Walter Kamen, Henry Krum, and Andrew Maxwell Tonkin. “Poincare plot of
heart rate variability allows quantitative display of parasympathetic nervous activity
in humans”. In: Clinical science 91.2 (1996), pp. 201–208.

[119] Kenneth C Bilchick and Ronald D Berger. “Heart rate variability”. In: Journal of
cardiovascular electrophysiology 17.6 (2006), pp. 691–694.

[120] Paul E Marik, Xavier Monnet, and Jean-Louis Teboul. “Hemodynamic parameters
to guide fluid therapy”. In: Annals of intensive care 1.1 (2011), p. 1.

178



[121] Cyril Charron et al. “Echocardiographic measurement of fluid responsiveness”. In:
Current opinion in critical care 12.3 (2006), pp. 249–254.

[122] Frédéric Michard and Jean-Louis Teboul. “Predicting fluid responsiveness in ICU
patients: a critical analysis of the evidence”. In: Chest 121.6 (2002), pp. 2000–
2008.

[123] Marc Feissel et al. “Pre-ejection period variations predict the fluid responsiveness
of septic ventilated patients”. In: Critical care medicine 33.11 (2005), E2534.

[124] Giuseppe Natalini et al. “Variations in arterial blood pressure and photoplethys-
mography during mechanical ventilation”. In: Anesthesia & Analgesia 103.5 (2006),
pp. 1182–1188.

[125] Kirk H Shelley. “Photoplethysmography: beyond the calculation of arterial oxygen
saturation and heart rate”. In: Anesthesia & Analgesia 105.6 (2007), S31–S36.

[126] M Cannesson et al. “Pleth variability index to monitor the respiratory variations in
the pulse oximeter plethysmographic waveform amplitude and predict fluid respon-
siveness in the operating theatre”. In: British journal of anaesthesia 101.2 (2008),
pp. 200–206.

[127] Markus Zimmermann et al. “Accuracy of stroke volume variation compared with
pleth variability index to predict fluid responsiveness in mechanically ventilated pa-
tients undergoing major surgery”. In: European Journal of Anaesthesiology (EJA)
27.6 (2010), pp. 555–561.

[128] Karim Bendjelid, Peter M Suter, and Jacques A Romand. “The respiratory change
in preejection period: a new method to predict fluid responsiveness”. In: Journal of
Applied Physiology 96.1 (2004), pp. 337–342.

[129] Jonathan Zia et al. “Automated Identification of Persistent Time-Domain Features
in Seismocardiogram Signals”. In: 2019 IEEE EMBS International Conference on
Biomedical & Health Informatics (BHI). IEEE. 2019, pp. 1–4.

[130] Arnold M Weissler, Willard S Harris, and Clyde D Schoenfeld. “Bedside technics
for the evaluation of ventricular function in man”. In: The American journal of
cardiology 23.4 (1969), pp. 577–583.

[131] M Vettorello et al. “Validation of a novel index of hemorrhage using a lower body
negative pressure shock model.” In: Minerva anestesiologica 82.8 (2016), pp. 839–
849.

[132] S Scolletta and Federico Franchi. “Early detection of hypovolemia during the pro-
gression of hemorrhage.” In: Minerva anestesiologica 82.8 (2016), p. 814.

179



[133] Uwe Kreimeier. “Pathophysiology of fluid imbalance”. In: Critical Care. Vol. 4. 2.
BioMed Central. 2000, S3.

[134] Guillermo Gutierrez, HDavid Reines, and Marian E Wulf-Gutierrez. “Clinical re-
view: hemorrhagic shock”. In: Critical care 8.5 (2004), p. 373.

[135] Stavros Loukogeorgakis et al. “Validation of a device to measure arterial pulse wave
velocity by a photoplethysmographic method”. In: Physiological measurement 23.3
(2002), p. 581.

[136] Jeffrey T Howard et al. “Specificity of compensatory reserve and tissue oxygena-
tion as early predictors of tolerance to progressive reductions in central blood vol-
ume”. In: Shock 46.3S (2016), pp. 68–73.

[137] Andy Liaw, Matthew Wiener, et al. “Classification and regression by randomFor-
est”. In: R news 2.3 (2002), pp. 18–22.

[138] Leo Breiman. “Random forests”. In: Machine learning 45.1 (2001), pp. 5–32.
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